JOREE ARBEFAESRKETIE TENEES

¥ 25%F Profiling 5 Runtime iAE

ASESCMIFIE: 1 X NVIDIAH100 80GB; vLLM 0.17.0 / SGLang 0.5.6 / Nsight Systems 2025.6.1 (F#5 nsys, GPU B
BT H) /Nsight Compute 2025.2.1 (F#fncu, B kernel BB TE), EXEMBMELZIZR. NS~
WREX—EMBENERIET, FYRRBSIRER (M0.27), &, SHBSKBRAE 0.3 THYEREES
(VLLM 0.26.0 / SGLang 0.5.16) , 5 EEMISSVARATRRE, HEMNERTMENHE, FEMABRFESERLHTH; &
HEERFEETHNMA, EXSEMENHEREZLTANTEEA5EIEGS, EA—08KRBIRKRM, UMRARE

hRZASEY --help HithJniE, FERH,

X—BREEFHMENMUE: 2265, AEEE 255, sIESEEES7HHE GPU ITRESEHKE. B[E)IREH
#i. KV Cache 5 PagedAttention. Flash Attention 5 decode ¥, Continuous Batching. ZEHITRIESBERIE.
BRI, 2. ASEE. RERR. 2ERARM. ERMSERE; £ 260 EHIREUKSEFEE. AENUEREE]
ZE: AEEESIFTAEMLENFNSE, 2EHNEET—PEAAEHE, BEABHRHENR. BEABRII—REERESR
BH. FIUARER LIRS, AREREA 24 &F; BREMAFNES (KV Cache 7301, Continuous Batching. CUDA
Graph) ZREHETEEREHRS, XERMUESR,

RE=PINA:
e IIE—: A torch.profiler EB—XHIBIERIFM prefill 5 decode FEE, EMUEZEERNSENEF, EE: XOXHIE
RIBSEITETERS, R—PERIGEFENLIMERES

o MBZ: XEHEA VLLM / SGLang BRSZ M Nsight Systems + Nsight Compute i&ZiH5 4, M GPU FBEZE,
Occupancy. Warp F=EF TE, HIE—D. BE: RSELEFEN, MEENERERFHR, 1%B

HB—NEAES .
o MBEZ=: EEM5|ZEM CUDA Graph #REH, E—1ME Runtime EEMBR SRR, EHEHEX eager IRH{TE
decode EMIMEm S, EBIE: CUDA Graph EHEW—EHHE, KNBZK, FtAaHETRZH.
=M NB#ARRLS BIEMER. SMMBMNIETRE—NAR: LMHEL - B profiler i » [—4 - AORE
MISIE, REBEREN, FFEM.
NXH= CPU BIZ ( trace_top.py / ncu_top.py / capture_sizes.py ) MWEHIRESHH; GPU MINEZXIZRSEN
kB LEFTR B SSNEFIR,

FET =1 IBHANFIRSRAE L

0.1 SRS

e 1 X NVIDIAH10080GB
e RHEL9 % (Rocky Linux9/AlmaLinux9/CentOS Stream 9), BEIE2E dnf

o 2EBYRFIE, FFESI. F1RESZF
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A H100 tEEfsEe2E, = T HBEEHEERZEFENREMHE TBINE (bf16 £915GB) 5 KV Cache, REM S ESLEILES
F&RH 80 GB XPMEKERE, BHIF EHNFEAEX/LMEHK

BfF ki) --max-model-len --gpu-memory-utilization FEM --num-prompts / --max-concurrency

80GB (&x Qwen2. 8192 0.88 256 /32
) 5-7B
48 GB Qwen2. 4096 0.90 128/16

(A6000. 5-7B
L40S)
24GB Qwen2. 2048 0.90 64/8

(4090, 5-1.5B
A10)

MLt it ST, MERS: £WEFML. TTFT. S kernel WEREST, FEEXRSENNFEMNIR. FNIEHE. ISR
(decode FBEZRFEET ). CUDA Graph 23t decode BEEWGXLEEILHEAE, HMERFEES hidden 4
E#HST, capture_sizes.py 5FF5 Runtime WEHERENR (HAEBEXNNMGSITHR).

ME2ZEYAECEN—EBE#HER, THRIEBASNHFHMESHTNER,

0.2 HRLE: £EEMBREI
FASSHER— PN IERERTHT. REEE:

mkdir -p ch25_prof && cd ch25_prof

export CH25_ROOT="$(pwd)"

mkdir -p "$CH25_ROOT"/{models, bench,profile, graph, reports}
echo "$CH25_ROOT"

ZE—A "$cH25_R0OT/..." 5|, XE ~/. /root/. /home/ XENBELEBKRRR, M—EVNERIESEH cd B

export , 2EMLT—F AR,
FEEFNF 3 Bl 4 Mg (RS—D EU—D. XE—D)o export REHFLRIHER, BA—IMRIRMELERX

1T, SN/EEE® $cH25_Ro0T HNEREHSTRTER., BEMMAILIE# ~/.bashrc :

echo "export CH25_ROOT=\"$CH25_ROOT\"" >> ~/.bashrc

SN YFRINE SARTER . $CH25_ROOT/projects/pri . pr2 . pr3 SDFMEIME—. =. = (prBP project), MET
NFERS LEHER, EMBEEATHEAL =ENXHRENEZHIEZXERRS,

KFXEFYHELHEE, AXEAHAIREEE. TBHS. AEESTHRA, DURAERNHERNERLE; |58

FATRESIBNBLRBE=MEE (.nsys-rep. .ncu-rep . chrometrace. FFH JSON 5SASHIEEEIR) AFRR
R, HEIRERK, FEEEXHXHEE. EMNNARRILIFMEE SKINERSAENZFINER, EEFHERN—F. REX
M, (FREZE KR LRHETESHNIB—0Y, FATHNREIME~HER,
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0.3 hRASBE R

A PHE RS Kz
VLLM 0.26.0 https://github.com/vlim-project/vlim/releases/tag/v0.26.0
SGLang 0.5.16 https://github.com/sgl-project/sglang/releases/tag/v0.5.16
torch 2.11.0 https://pypi.org/project/torch/2.11.0/
transformers 5.14.1 https://pypi.org/project/transformers/5.14.1/
flashinfer-python 0.6.14 P MEZEHY PyPl requires_dist #RHIX MRS
CUDA 13 torch 2.11.0 89 requires_dist }IFYR nvidia-cudnn-cu13 / nvidia-

nccl-cul3

Python 3.12 I requires python BIREE
huggingface_hub 1.26.0 https://pypi.org/project/huggingface-hub/
modelscope / modelscope- 1.39.0/ https://pypi.org/project/modelscope/
hub 0.1.8
Nsight Systems 2026.4.1 https://developer.nvidia.com/w/devtools/repos/rhel9/x86_64/
Nsight Compute 2026.2.1 [t
uv 0.12.0 https://pypi.org/project/uv/

S LB A torch 2.13.0¢ flashinfer-python 0.6.16.postl. modelscope 1.39.1, ZASig4i—8i ERX—FELURIEES P
£,

~

BB —R: BIMERNEAREGTHTSEPERE. FHEFS, LRY == BAEGFIMINAR, FEEAEE.
BRARA T ILLE N ABH LR, profiling ZEUOML: #— torch /\hRZ, kerneliEEFAAIRETE, BEFHHTHES

0.4 =1"BRE venv

AEBERE=EIFE, vLLM Hl SGLang REEE#HE— venv: MHiE FKEH pin #5458 ( numba 0.65.1vs 0.65.0.
tilelang 0.1.11vs0.1.9. apache-tvm-ffi 0.1.11vs0.1.10. torchcodec ==0.11.1vs>=0.14. outlines_core 0.1.26
vs 0.2.14), pip/uv BT822 E1%¥) ResolutionImpossible o WE—R A torch + transformers, BEMAF—1, &
SR MESRBY R EARZE R,

RHEL 9 2RIABY python3 @ 3.9, B FEKH >=3.10 , £ERXZE 3.12:

sudo dnf install -y python3.12 python3.12-pip

python3.12 --version

RHEL 9 i@id AppStream #2ff python3.12, 52KIARY 3.9 H7F; EAR LRl dnf search python3.1 HYSERRAEILH f9E.

=1 venv:
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https://github.com/vllm-project/vllm/releases/tag/v0.26.0
https://github.com/sgl-project/sglang/releases/tag/v0.5.16
https://pypi.org/project/torch/2.11.0/
https://pypi.org/project/transformers/5.14.1/
https://pypi.org/project/huggingface-hub/
https://pypi.org/project/modelscope/
https://developer.nvidia.com/w/devtools/repos/rhel9/x86_64/
https://pypi.org/project/uv/

# —. # torch + transformers, ME—5MB=MfE{ Runtime F

python3.12 -m venv "$CH25_ROOT/.venv-torch"

source "$CH25_ROOT/.venv-torch/bin/activate"

pip install --upgrade pip

pip install torch==2.11.0 transformers==5.14.1

python -c "import torch, transformers as tf; \
print(torch.__version__, torch.version.cuda, tf.__version_ )"

deactivate

# . VLLM

python3.12 -m venv "$CH25_ROOT/.venv-v1llm"

source "$CH25_ROOT/.venv-vllm/bin/activate"

pip install --upgrade pip && pip install v1lm==0.26.0

python -c "import vllm, torch; print(vllm.__version__, torch.__version__, torch.version.cuda)"
deactivate

# =. SGLang

python3.12 -m venv "$CH25_ROOT/.venv-sglang"

source "$CH25_ROOT/.venv-sglang/bin/activate"

pip install --upgrade pip && pip install uv==0.12.0
uv pip install --prerelease=allow sglang==0.5.16
python -c "import sglang; print(sglang.__version__)"
deactivate

=ZKREGGSTEADBFTED 2.11.0 13.x 5.14.1 . 0.26.0 2.11.0 13.x « 0.5.16 o
==iREA:

o REL VLLM N --extra-index-url .../cu129 , v0.26.0 BYERIA wheel 5 CUDA 13 #9%, torch 2.11.0 RUKEIFERIAY
2 nvidia-cudnn-cu13 / nvidia-nccl-cui3 (PyPl_Etorch2.11.0 8 requires dist AIEIFEIZM). BB cul29
&30 torch #2568 cul29 ki, %0 CUDA 13 #3289 viim Z#H R,

e --prerelease=allow FEER: SGLang KB BB FNUATIRAM flash-attn-4 , uv BRINIEL,

e pip install torch==2.11.0 ZHIE PyPl ZXik wheel, ©4589 CUDA iz1THIAZMANA 28 _ERIRBHILED,
torch.version.cuda TR 13.x FHETHCRKIRIXTIAR AR EES, & download.pytorch.org BXX$RZ CUDA hRZ4sEY

wheel, RETE venv BB,

0.5 Nsight Systems 5 Nsight Compute

KERNTAEBEM. £ NVIDIA devtools €F, ARS]/LEEME, 3= CLIAR:
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CUDA_REPO=https://developer.download.nvidia.com/compute/cuda/repos

sudo rpm --import "$CUDA_REPO/ubuntul804/x86_64/7fa2af80.pub"

sudo dnf install -y 'dnf-command(config-manager)'

RHEL_MAJOR=$(source /etc/os-release; echo ${VERSION_ID%%.*})

ARCH=$(rpm --eval '%{ arch}' | sed s/aarch/arm/)
DEVTOOLS_REPO=https://developer.download.nvidia.com/devtools/repos

sudo dnf config-manager --add-repo "$DEVTOOLS_REPO/rhel$RHEL_MAJOR/$ARCH/"
sudo dnf install -y nsight-systems-cli nsight-compute

nsys --version && ncu --version

GPG key BRREABGHIFLE ubuntul8e4 FHB 7fa2af8o.pub , AeEiR. XMNEENBRES|IELFFEF nsight-
systems-cli-2026.4.1.191-1.x86_64.rpm 5 nsight-compute-2026.2.1.5-1.x86_64.rpm o A~ CUDA EEFEE
nsight, ABE cuda-nsight-* RIIMBITNEFRT (MUIXHRZIRE 404),

FIAMN IR TR RN, BNHBHRRKRHEIZIRE,

nsys X CPU MR EEHIEZERANKES] (RT TR, REXEHEIESEE, CUDAkernel BHEIEAREM) ., £FH
HEiE, 2 JE/NABA:

cat /proc/sys/kernel/perf_event_paranoid # AT 2 FEX
sudo sh -c 'echo kernel.perf_event_paranoid=2 > /etc/sysctl.d/local.conf'
sudo sysctl --system

ncu IEREEIEBEIT R EEAMIMEMN, JE root B3R ERR_NVGPUCTRPERM :

echo 'options nvidia NVreg_RestrictProfilingToAdminUsers=0"' \
| sudo tee /etc/modprobe.d/nsight.conf

sudo dracut --regenerate-all -f

sudo reboot

B %2R R nvidia RIZIERWITETE initramfs B, REFEEZ initramfs, FMIRIRERASE T RBIBTEK.

EREXEFEN, WHEX—A o AEHA:

grep RestrictProfiling /proc/driver/nvidia/params # HAEE RestrictProfilingToAdminUsers: 0

EFF root BIEAM, X—FEE /etc/modprobe.d HER, HANHAELFBELART, LEXGERERHEFBRTE
:3 KE{E&EU_Eﬁj—ﬁEmO

o THREIASIEBAME T 235 GPU profiling M9, REZHSERREFTS
NVreg_RestrictProfilingToAdminUsers=0 o

o ELEREMNFREY, B ZMAIZRHEE ncu ZIMILETBAR: ENEL. nsys BYEI4ES kernel L& 3&FERT G ELEL.
H—RHEN., BHIERERNES, BAFTEITHEIIR. BRARBHEKREHFEA—FH Compute 5 Memory &iit,
S RIBLEIE ORI “BREME THN RS kernel, EREIHHSBNE, TEHAIEERENZRERHERR.
CEERAENG, EAENHFEFRECHNENA S, **NVIDIAEAEFS: MIREN R610 E£24 A capabilities #2
I, X5 regkey “RTERRIRAIZER" IKENARHAIAA nvidia-modprobe -f
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/proc/driver/nvidia/capabilities/profiler-device » &BHMANERR: FHEALRAZITEEE, ncu REEHEY
KARHAEST Sections

0.6 #REITH: I

B Qwen/Qwen2.5-7B-Instruct, HF 5 ModelScope B89 repo id [E&.

F3, ModelScope (ENE®%):

source "$CH25_ROOT/.venv-torch/bin/activate"
pip install modelscope==1.39.0 modelscope-hub==0.1.8
ms download Qwen/Qwen2.5-7B-Instruct --local-dir "$CH25_R0O0OT/models/Qwen2.5-7B-Instruct"

ms download HYrepoid RUBEE#, BERSHE --local-dir (EFH). |[HE’A modelscope download --model X --

local dir Y {38EHE, {B=+T DeprecationWarning,

&M, hf-mirror &%

pip install "huggingface_hub==1.26.0"
export HF_ENDPOINT=https://hf-mirror.com
hf download Qwen/Qwen2.5-7B-Instruct --local-dir "$CH25_ROOT/models/Qwen2.5-7B-Instruct"

XBHE—RHANERMA : hf-mirror.com BTIRRHIEZESIEE huggingface-cli download , M huggingface-cli X
M enLTE huggingface_hub v1.0.0 E#BEMR (FERHERS), BIHKR command not found o TIERE hf o E=H
7 HuggingFace B/ (FRIFLEW), XiE HF_ENDPoINT FBTTEIA], =3#PEFE Xet: huggingface_hub v1.x EBRIAE Xet
&, EANETELRETARIEKM, FEIFIE HF_HUB_DISABLE_XET=1 JR[EIE&E HTTP,

EN—TREERSL, FE=THNEEEMA:

python - <<'PY'

import json, os

p = os.path.join(os.environ["CH25_ROOT"], "models/Qwen2.5-7B-Instruct/config.json")

c = json.load(open(p))

keys = ["num_hidden_layers", "hidden_size", "num_attention_heads",
"num_key_value_heads", "intermediate_size", "vocab_size", "torch_dtype"]

print({k: c[k] for k in keys})

PY

FiEA: 28 2 / hidden 3584 /28 1 Q 3k /4 4 KV 3k / intermediate 18944 / vocab 152064 / bfloat16, head_dim XPMNFE&
£ Qwen2.5 B config.json EIRAERTETE, 128 & 358428 HHRAY; B =#E K Runtime RNEREIX—AR K,

IE— F torch.profiler EiiIBHHF

EANBEEEERER: —REEIEKRIE, FHEZIREER? 2EENEAFBIR, E25/8HT5?
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AWEMNLIE: T 7BREE, 1024 %A, batch=1 XK, B --attn M eager % sdpa Rit GPU Bdja]

6.6% (289—270ms), M2 /FFENEF (aten:: flash attention forward ) R§ GPU Bfalfy 3.24%, L&D

BZ GEMM GEFREFES, aten::mm —IIFAE 56.11%; aten:: =& PyTorch EEBFHGREILR) SEPEELHBIA
JUER kernel launch (CPU $#8— GPU REIRALWENIEIIE, SR . R—IERIVGEENEM, EXNMARTH
Yoz EBRASSRRRIE, XA mRZEE %,

ARHIEFRTM 1.008 s EFE 1.331s, &5 --attn BEXWNETFZEWHIA, EFARBFEREITZEENURITRER
Tk, T2 sdpaBRHY: PRMBREUSZZEWMNGEL, XEEMAE BH—IEEZGE, FEFZENETFELE
T) XA mEREA— N FBEER.
IRSEREHIE -

1. prefill 5 decode WEFHE AT ARARHE;

2. Self 5 total WFIMIXF, UKRFAHETISEBHIAHEIREL;

3. BAF|B— R ERSLIATNERZZ R A L.

—. BtR5%fN
H—RELHIEIBISRM torch.profiler K&, FHILAL prefill 5 decode HEEMNEFHHT, IBHENERNET, 4
mikrmE, —LEEN,

X =#F:

1. prof_infer.py : REHMIZs, 18 prefill 5 decode F record_function #7EF, SHETFFK + chrome trace;
2. trace_top.py . ANMERERET trace, EEFLE GPU MIFERY. B GPU £=Ltb5 launch ZE;

3. —IEREL - E - H—4 > ENX—TEIFIFAIER.
BEIH285EH (EFRRER—F, XPMBEMZETAR)

1. A trace_top.py --annotation YJH prefill 5 decode WER, FBRAHA=REF5HLL;

2. GPU §=Ftb5 launch ZEB LN,

3. MEHIEARORMNMAL (EHEH prof_infer.py E# bench/*.json , BFREACTC tee B7F);

4, BEUEXRIENAH AMRATR TR, URNEFREEAI L.

=, FHRRSERN =S

$—, profiler REVZMEEIBE. ProfilerActivity.cPu ¥ PyTorch EEFANERIME (aten::linear XLE);
ProfilerActivity.CUDA X GPU fliE5h (kernel. memcpy. memset), #{3E3RE NVIDIA Y CUPTI R&EZO., MEREIE
H profiler BT MEER, BFF CPU BB—i%, BEINLRE CPURTXLEHFETZA, M GPUEFETZATX,

8, prefill #l decode B RMBATRRE, BERITET RS, prefill —XETEA prompt, ERERMMEEHER, B
NEE; decode FRHE 1 token, batch=1Bt GEMM IBILEX GEMV ((EfFSEmE; RSSEHERE M HET batch R
GEMM), BHFIAZMK, MINFEEIFNEMR KV Cache BT L, XEMEARREN: 7B IEE bfl6 (NEL 15GB, §—%
decode EWEREFE—IE, MEMFSSITENRE 117N, MEFELMN kernel HEFRE, launch FFEEHI & ELIEK
Ko
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$B=, CUDARSEM, model(...) IR[EIET GPU RIEE— kernel £F:%858, B time.perf_counter itHEITEIEA
BN torch.cuda.synchronize() , EXFIHRZ launch BHEIREHITESIE, BE/N—1ERK. profiler IREI GPU BYE]>kR B
CUPTI B9i& & MIBY 818, RZEM,

=. R&ERZ

#TEE $CH25_ROOT/profile/prof_infer.py :
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" —RIEIRBIERM torch.profiler R&, 1 prefill 5 decode TEAREFESH trace,

EIIE REEFhFERT SSLPRERMBY token %X, SEMAL JSON HEIEFIRXTE,

F’%: python prof_infer.py --model "$CH25 ROOT/models/Qwen2.5-7B-Instruct"” \
--input-len 1024 --decode-steps 31 --attn sdpa --outdir "$CH25_ROOT/profile"

import argparse, json, os, time

import torch
from torch.profiler import ProfilerActivity, profile, record_function
from transformers import AutoModelForCausallLM, AutoTokenizer

def build_inputs(tok, batch, seq_len, device):
" FIRRABIREAL token &N, RKEEMEIIMIEUESE, """
g = torch.Generator().manual_seed(0)
ids = torch.randint(@, tok.vocab_size, (batch, seqg_len), generator=g)
return ids.to(device)

def main():

ap = argparse.ArgumentParser ()
ap.add_argument("--model", required=True)
ap.add_argument("--batch", type=int, default=1)
ap.add_argument("--input-len", type=int, default=1024)
ap.add_argument (" --decode-steps", type=int, default=31)
ap.add_argument("--attn", default="sdpa",

help="eager / sdpa / flash_attention_2 / flex_attention")
ap.add_argument("--outdir", default=".")
ap.add_argument("--benchdir", default=None,

help="wall/tokens HJ JSON XEBR, A5 --outdir FE%H bench/")
ap.add_argument("--row-1limit", type=int, default=15)

a = ap.parse_args()

assert torch.cuda.is_available(), "ZSHIZAEE GPU #l2s LEE"
dev = "cuda"

tok = AutoTokenizer.from_pretrained(a.model)

# transformers v5: B2 dtype, torch_dtype BFMA; FTERAGHRIMNA "auto" (ENEXHEEMN

# FEEME), 5 v4 BN fp32 BITARE. BARASEE profiling RIS HHIAX—I,
model = AutoModelForCausalLM.from_pretrained(
a.model, dtype=torch.bfloat16, attn_implementation=a.attn).to(dev).eval()

print(f"attn_implementation = {model.config._attn_implementation} dtype = {model.dtype}")

ids = build_inputs(tok, a.batch, a.input_len, dev)

# T E—REIMEM kernel EEL, JIT. BEFEMY K, A, trace ELE—RMEFH.
with torch.inference_mode():

out = model(input_ids=ids, use_cache=True)

nxt = out.logits[:, -1].argmax(-1, keepdim=True)

model(input_ids=nxt, past_key values=out.past_key values, use_cache=True)
torch.cuda.synchronize()

os.makedirs(a.outdir, exist_ok=True)
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benchdir = a.benchdir or os.path.join(
os.path.dirname(os.path.abspath(a.outdir)), "bench")
os.makedirs(benchdir, exist_ok=True)

# IEFMAIUE synchronize WM7EITAIXE]NER: CUDA FF, FAREFFHEMT launch BEl,
torch.cuda.synchronize()
t0 = time.perf_counter()
with torch.inference_mode(), profile(
activities=[ProfilerActivity.CPU, ProfilerActivity.CUDA],
record_shapes=True, with_stack=False) as prof:
with record_function("prefill"):
out = model(input_ids=ids, use_cache=True)
past = out.past_key_values
nxt = out.logits[:, -1].argmax(-1, keepdim=True)
torch.cuda.synchronize()

for _ in range(a.decode_steps):
with record_function("decode"):
out = model(input_ids=nxt, past_key_ values=past, use_cache=True)
past = out.past_key_values
nxt = out.logits[:, -1].argmax(-1, keepdim=True)
torch.cuda.synchronize()
wall_s = time.perf_counter() - tO
tokens = 1 + a.decode_steps # prefill # 1 @, Z2E&E% 1 1

# HEFEE self_device_ time_total. self_cuda_time_total XANEMTE torch 2.11 B#r @deprecated
# (torch/autograd/profiler_util.py, Futurewarning); fEAHIFEFERBEMEER, 2FN _build_table
# BT sort_by.replace("cuda", "device"), ERIBFHABESTE,
print(prof.key_averages().table(sort_by="self_device_time_total", row_limit=a.row_1limit))
trace = os.path.join(a.outdir, f"trace_{a.attn}_in{a.input_1len}.json")
prof.export_chrome_trace(trace)

meta = {"attn": a.attn, "wall_s": wall_s, "tokens": tokens,
"input_len": a.input_len, "batch": a.batch}
bench_json = os.path.join(benchdir, f"{a.attn}.json")
with open(bench_json, "w", encoding="utf-8") as f:
json.dump(meta, f, ensure_ascii=False, indent=2)

print(f"\nwall_s = {wall_s:.4f} s tokens = {tokens}")
print(f"trace BSH: {trace} (B https://ui.perfetto.dev/ JFF, ZME4 trace_top.py) ")
print (f"i%fh5 token $MEER: {bench_json}")

if __name__ == "__main__":
main()
MR GER:
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Bi&

dtype=torch.bf
loat16 MAT =

torch_dtype=

HAERE dtype

attn_implement
ation BYEIEEX
(=]

sort_by="self_

device_time_tot

al"

fikiRE

transformers v5.14.1 By src/transformers/modeling_utils.py BH

logger.warning_once(" torch_dtype is deprecated! Use dtype instead!")

X% from_pretrained B if dtype is None: dtype = "auto" » V5 EMIARINEXH BZRBEEN
&, v4 Bk fp32; FE—ERAREEAMREASMEFBEREIEE, profiling ERF 0Tt

FEXH get_correct_attn_implementation AYIRFEEREFIH:
flex_attention , WUNEZEMB paged| HIZZTA

eager .« sdpa .

flash_attention_2 / _3 .

torch/autograd/profiler_util.py 2 self_cuda_time_total 2] @deprecated("... Use
self_device_time_total instead.") ; EXf _build_table XHEFEHEM sort_by.replace("cuda",
"device") , FTAIAFFFERIREE, BREMIARI= FutureWarning

torch.profiler.schedule(wait, warmup, active, repeat, skip_first) EAKEEITHRIFISER
EHFORM: wait MERTE2ARE (TFH). warmup REEZE. active 78T, HHABHNEERN

1% prefill + N )% decode, BLR7E profiler SMEF T, BE schedule RMEIE prefill BB—F 1z
warmup E#

AN schedule

BidE& record_shapes=True , BEIERE—MNEFRBANKIF

FFo decode FAEEX—INRER: BRI aten::linear 7E prefill @ [1024, 3584] x [3584, 18944] , 7 decode @ [1,

prof.key_averages() X#F group_by_input_shape=True :

3584] x [3584, 18944] , MRFTEARE.

M, &% BE—XHIER

source "$CH25_ROOT/.venv-torch/bin/activate"

cd "$CH25_ROOT/profile"

python prof_infer.py --model "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--input-len 1024 --decode-steps 31 --attn eager --outdir "$CH25_ROOT/profile"

--decode-steps 31 XfRZ 1R prefill il 31 /X decode, # 32 4> token, SEATEMIEREMN tokens=32 —5; 2HFK7!
BE, wall MFESAENELKIERILE. 32 XNMERITF: B, —REAFHE (kernel B, BEFMYK) FEEMNEIERN
SLEREARTE; B%, trace (FFRRAIRER KEZAE LFH,

RIARSITENEFFR, FHiMEHS token #{5# $cH25_RO0T/bench/eager.json » BFREBHCEERBE, FATHMNE
RANMEXGD X4

python prof_infer.py --model "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--input-len 1024 --decode-steps 31 --attn eager --outdir "$CH25_ROOT/profile" \
| tee "$CH25_ROOT/profile/top_eager.txt"

&R 2EER:

Self CUDA % / CUDA total / CUDA time avg / # of Calls . IRFMABEMFIAFREE f"Self {device_name}" XIHE

Name / Self CPU % / Self CPU / CPU total % / CPU total / CPU time avg / Self CUDA /
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RAERK, device name BYAYE use_device.upper() ( torch/autograd/profiler_util.py ), FFLATE CUDA #12& LFi2

CUDA o

Self #l total EMEIE, XBIXXKKRRBEDHEMS, self_device _time_total BIEXZE “Device time excluding
child operations” (RIXfFEXt&), BHIEFHEFRAFEN; device_time_total &FHTFo aten::linear SIERY
EiEBECE THAIREEEABRR aten::addnm &, L total FIENSZEEONK. A—1MEFNFRBRZIE, HE
FHYIEE Self 5l

{8 Self It BE—FEEEHR ,, XBXIKKRE_NBZHENME, REFNERAET:

1. CPUBEFIT, BFLL aten:: FFk, a0 aten::mm . BB Self CUDA @ X NMNEFEIZHHCHIARLE kernel BYIR & ETE]

‘it

2. kernel 17, 8F 2 nvjet_tst_* . void at::native::* X3, FiZE GPU LEIFHITHIAR kernel,

aten::mm HIECAYIER nvjet_tst * X—H#t GEMM kernel, F—E& GPU BHEITERAARITRERZIET —R. AELNMAPKRE,
aten::mm §56.11%. nvjet_tst_256x8_64x6_4x1_v_bz_TNT g 31.39%.
nvjet_tst_64x8_64x16_2x1_v_bz splitK TNT 5 14.43%, ={THHIMBLEET 100%; BIKKREHEDHAE, CPUBFIT
Bit 93.7%. kernelT&1t 76.1%, EN1ZE 169.8%,
F—1TNESHRAMERENN, BADBLE—RREID self cUDA time total , ©RENM kernel THYIEEBTE],
aten::mm BY56.11% EfE" X PMNEFHIIEH kernel 5288 GPU kernel BFa]8Y 56.11%", nvjet_tst 256x8 AY31.39% i
E"X— kernel &5 56.11% %", WNEKRER, MEFREEMENM.

N HEFARAEIBEER—LITEM. B8 GEMM X—£E5Z/D, Nl kernel ITERY nvjet_tst_* ; BRIEHD
PyTorch BF &5, M aten:: F—HK, BIEAEMBFERELER N

B&idF (CN; EFEALLL trace 79/, reports/torch_prof.md )

134 et eager B4 sdpa &l (Ft¥EIR)
end-to-end  wall_s (32 tokens) 1.008 1.331
prefill Self CUDAE 1 8EF/ &tk (I trace) (% trace)
prefill AI=BEFRIt 4L (T trace) (7 trace)
decode Self CUDA¥ 1 &8HF/ &tk (W trace) (% trace)
decode =8B FRIt 4L (% trace) (% trace)
decode GPU &=tk (. trace_top.py ) (M trace_top.py )

F. $8trace SCREATELAYEK

key averages() BKFRIZBFIES, BEARIERIMXENM: GPUBZLHEIRTEMN? launch REEEE? X
E M trace BETEIB R R,

HTEE $CH25_ROOT/profile/trace_top.py :
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" ERAT torch.profiler SHAY chrome trace, ®EFLE GPU MIFERHE 6PU hH=tb. 4itRERE,
F’%: python trace_top.py --trace prefill.json --top 12 [--annotation decode]
LR, AEEEMA profiler BREIFHNE,

import argparse, gzip, json, o0s

DEVICE_CATS = {"kernel", "gpu_memcpy", "gpu_memset"}
LAUNCH_NAMES = ("cudaLaunchKernel", "cudaGraphLaunch", "cuLaunchKernel")

def load_events(path):
op = gzip.open if path.endswith(".gz") else open
with op(path, "rt", encoding="utf-8") as f:
doc = json.load(f)
evs = doc["traceEvents"] if isinstance(doc, dict) else doc

return [e for e in evs if e.get("ph") == "X" and "dur" in e]

def annotation_window(events, name):
""MEYBFILACHY user_annotation KXiE] (CPU flIBdiEN4H), ATIE trace HIAK prefill / decode MFz. """
hits = [e for e in events
if e.get("cat") in ("user_annotation", "cpu_op") and e.get("name") == name]
if not hits:
return None

lo
hi

return lo, hi

min(e["ts"] for e in hits)

max(e["ts"] + e["dur"] for e in hits)

def main():
ap = argparse.ArgumentParser ()
ap.add_argument("--trace", required=True, help="export_chrome_trace %&H json = json.gz")
ap.add_argument("--top", type=int, default=12)
ap.add_argument("--annotation", default=None,
help="R#%it&7E% record_function X{EAK GPU HH")
a = ap.parse_args()

events = load_events(a.trace)
win = annotation_window(events, a.annotation) if a.annotation else None
if a.annotation and win is None:
raise SystemExit(f"trace E&HE®&AN {a.annotation!r} WItTE, KEMIAEM record_function")

dev = [e for e in events if e.get("cat") in DEVICE_CATS]
if win:
dev = [e for e in dev if win[0] <= e["ts"] <= win[1]]
if not dev:
raise SystemExit("&%B GPU MIEMH. #IA activities BFT "
"ProfilerActivity.CUDA, BREBOWEME kernel")

agg = {}
for e in dev:
r = agg.setdefault(e["name"], [0.0, 0])
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r[e] += e["dur"]
rfi1] += 1

span_1lo min(e["ts"] for e in dev)

span_hi max(e["ts"] + e["dur"] for e in dev)
span = span_hi - span_lo
# FITHEIIFIEIRENSEHXEINFASE, TERKERZEM:
# ZRHAKRBE—RZIFTEESZ D kernel 1T, EEMENSEEITN, STHHATEEET 100%.
ivs = sorted((e["ts"], e["ts"] + e["dur"]) for e in dev)
busy = 0.0
cur_lo, cur_hi = ivs[0]
for lo, hi in ivs[1:]:
if lo > cur_hi:
busy += cur_hi - cur_1lo
cur_lo, cur_hi = lo, hi
else:
cur_hi = max(cur_hi, hi)
busy += cur_hi - cur_1lo
launches = sum(1 for e in events if e.get("name") in LAUNCH_NAMES
and (not win or win[@] <= e["ts"] <= win[1]))

tag = f"[{a.annotation}] " if a.annotation else ""
print("=" * 78)
print(f"{tag}trace={os.path.basename(a.trace)} GPU ZEf {len(dev)} £ M—&EF {len(agg)} ")
print (f"GPU FHE)EE = {span/1000:.2f} ms GPU It (KigHE) = {busy/1000:.2f} ms")
print(f"GPU &=tt = {busy/span*100:.1f}% (FBBERMEINHEFAZERET)")
if launches:
print(f"kernel launch A = {launches} X Fi¥&X launch 3k GPU BfjE = "
f"{busy/launches:.1f} us (X/M&EH)\, launch FFHESLEHEE)")
else:
print("kernel launch B = 0 X (&% CPU &z, 3¢ kernel £7F CUDA Graph EB#H—XM replay) ")
print("-" * 78)
print (f"{'BEF ' :<44}{ ' BB (ms) " :>12}{ "RER :>8}{ " HME (us) ' :>11}{ " HEb':>71")
for name, (tot, cnt) in sorted(agg.items(), key=lambda kv: -kv[1][0])[:a.top]:
short = name if len(name) <= 42 else name[:39] + "..."
print(f"{short:<44}{tot/1000:>12.3f}{cnt:>8}{tot/cnt:>11.1f}{tot/busy*100:>6.1f}%")
print("-" * 78)
top3 = sum(v[0] for v in sorted(agg.values(), key=lambda x: -x[0])[:3])
print(f"HEIZMEFET {top3/busy*100:.1f}% B GPU EJjE")

if _ _name__ == "__main_ ":
main()

python trace_top.py --trace trace_eager_inl1024.json --annotation prefill --top 12
python trace_top.py --trace trace_eager_inl1l024.json --annotation decode --top 12

R—HHER trace WIERRMT. EMERTINDSLERE, BHWNT:
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[decode] trace=fixture_decode.json GPU ZHE{ 288 & M—EF 6 1

GPU BYfalEE = 6.06 ms GPU it (XEHE&E) = 4.18 ms

GPU &5=th = 69.0%  (FARREEHRMZFAREEN)

kernel launch JAA = 288 X  FiyH/X launch K GPU BFE] = 14.5 us (XMEH/), launch FFHGEEHEE)

BF BB (ms) RER & (us) =154
nvjet_tst _128x16_64x8_4x1_v_bz_ TNT 1.952 32 61.0 46.7%
void cutlass::device_kernel<flash::Flash... 1.216 32 38.0 29.1%
void at::native::vectorized_elementwise_... 0.416 64 6.5 9.9%
void at::native::elementwise_kernel<128... 0.307 96 3.2 7.3%
void at::native::reduce_kernel<256, 4, a... 0.160 32 5.0 3.8%
void at::native::unrolled_elementwise_ke... 0.131 32 4.1 3.1%

Ha=MEFET 85.7% BY GPU Hiijg

(EEREERBIER fixture, R FRIEMARERIZMERINSLE, FREMINBE LATNIEE. ESHFERS
O Ay aEn <L Rt

IFFE—TERER, HEMFGHEECHRERNBETEIE: 28 BN TBIRE, —F decode K4 H 280 % 560
kernel (BE+/IMETF), HHP GEMM %4 X 28=1121; £ decode B GPU BYE] FIREAMNEIREUATE, bfl6 EL
15GB. H100 #Y HBM #3549 3.35 TB/s, FRAA—FARETF 4.5 ms £H. MPMERT 32 FHNIABI/LEITHMH, & 32
SHREREREE, BEREFORIRYN, FRERMR, L fixture BB—ABHNERMNHZES decode, FE 32
¥, kernel 3% transformers + PyTorch XFKZ ESHIMBIFEFE . GEMM 2 cuBLASLtBY nvjet_* , JFEJIE cutlass
B FlashAttention, HR2E at::native::* HZETESANEF. FEHM viwm:: X flashinfer:: HIZZ, ABEHIES|
ZETENET, IEZ-A2EF.)

XA — 0 E AR E . GPU SEAIRT )BT iR & a3 L, M record_function RYX|E]7E CPU BYjE)sli_L, kernel
ST launch ZEA 1T, XEBEIZRIEIEOMEMNERE, EELR LB kernel AIgEY 5. EF5HYABEISER trace B9 flow
EMH ("ph": "s" / "ph": "), BEEEIRE, FEEL%

75 EBfi: FIRFER =103

1. GPU 5SLERSZ/? BE4: 85% M EHIT, 60%~85% EBLESE 2. 3a—iLH], 60% UTEARLUME GPU 1
% CPU, HFLLRIKIREE GPU BERETN, MFAEES, T TEFE 3 M,

2. HIB S EFE, GEMM 34 attention EFLHZ? FHIMER GEMM HAKEEEDS: prefill B9 GEMM B H%E
£, decode BFEEFZLINE, GEMM BIBYESLLEIHFS, {EXAREE#E batch 7\, batch=1BY GEMM iR1L A
GEMV. BHFIBERRE, HRERIEAK batch; IREEZZIBEREGHET M £FTF batch, 2R GEMM fiF~=E GEMV, 3R
FEEFHT. XOWMEESE ncu By Compute 5 Memory &t (B Z),

3. FER launch #3RZ /D GPU BFiE]? XMEH/, RBEE kernel FRUEHD. MIEREMEIERELHLLHEE, ER
IMEEE, FR¥HE, FA launch 5 GPURITREEN, EXIERNEEE GPU BLRERANTE, HIEMHIRNARSE
1iafy LU kernel ZBIRVEIPR S #6 . BIFMEBER S NERRIE, 72 CPUEBFR LS, KEXMERBMIEFHFD,
5% 1 RNELSSHER, RESRRALE launch ZIRAVFIE, DB =BSHMETLIEX MO,

EfiiLEie (SEM) : eager wall 1.008 s vs sdpa wall 1.331s ([E] 32 tokens, reports/torch_prof.md )o GPU I sdpa &
/NMEUER (Self CUDA 289—270 ms) ; wall B9 EALZZIREENMERE, 5 --attn X, REATFE S5
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€. =, AREN

AR—TE, BELAMNE --attn eager (4 PyTorch SLMBERS], EXWMEH [heads, g _len, kv_len] BUIE
TP EGERE) , EMRE sdpa (FE torch.nn.functional.scaled_dot_product_attention , H/EImBEITIEFRIEE
m):

python prof_infer.py --model "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--input-len 1024 --decode-steps 31 --attn sdpa --outdir "$CH25_ROOT/profile"

python trace_top.py --trace trace_sdpa_inl1024.json --annotation prefill --top 12

python trace_top.py --trace trace_sdpa_inl1024.json --annotation decode --top 12

ENX—HEFBEEFEFR, XHERMM top_sdpa.txt :

python prof_infer.py --model "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--input-len 1024 --decode-steps 31 --attn sdpa --outdir "$CH25_ROOT/profile" \
| tee "$CH25_ROOT/profile/top_sdpa.txt"

bR --attn SMNRESHRZEFHEE, XEEMELLRNFITR.

R E: prefill REGEFRNBXEFRZEHFRE L. FARH kernel, softmax 5 masked_fill Z2EBIhEIEFHK;
decode BTk =/V8%: decode B q_len RE 1, FENAERMFEHAR. MR decode EEREF/LF&5h, BBARELE
KM, BBIERLIE: decode ML ABAEEENEM E, 7 batch #1 launch 58 k.

model.set_attn_implementation("sdpa") AILAREFIMFBIREEEZY] (transformersv5.14.1 BY modeling_utils.py

id: E—E (prefill 8 decode) By GPU kernel Ritit{al M, BRi=ZRBFUMAERIERAZN, A EREEIHILN
27,

I\, HEZOSB%ET B

WHIZODERE=FE LT XAL: SHF record function SEREIREMZA. M cager BEEAMMERBEFR. B
trace_top.py B GPU 5Ftb5 launch BE. R=RIEfI. 8 --attn sdpa EMFHIER, MMER—F, FAFRETT,
B BERINARM, m AR RAETERR:

1. ¥51@VAE : A trace B8 flow EHEE GPU kernel #EHEILRER CPU BF, BiEE AP HBTEIEEM, IHEH
REE HE PyTorch B FHIESE GPU FiZs,

2. HLEERE: 8 --batch M 133%F]32, ME decode BEIR launch FI5#3RAY GPU BYEZN(AIRE batch 1<, Eith
launch FFEE S ELRYRIBIRIZR, XFHLERERE 7HH =2 CUDA Graph B&EFEA.

h. ZFiHEE (@iXAER)

BG4, BEMA. AfwLtk. am—. ENl@EXE SRR A EEXPERVIEESE, 8FXKE
projects/pri/reports/torch_prof.md . projects/pri/bench/ 5 projects/pri/profile/
( gpu_run_complete )o ZAIIEFRIE torch.profiler (Chrome trace + EF%X), BRE&E nsys/ ncu REXH,
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FHARIE

RiE (£F) B®E aX
torch.profiler — PyTorch BB ESS. TN H trace eager_in1024.json / trace sdpa_in1024.json

(Chrometrace) # top_*.txt BF&K.

Self CUDA / Self — NEFEF 2 EREER, ARSI E Self: eager B9 Self CUDA 289.1 ms. Self CPU 728.7 ms;
CPU sdpa & 269.9 /990.4,
eager / sdpa — mIFFEESIEW, --attn eager @FGKIE; sdpa £ aten:: flash_attention_forward o

KRR ERGEINIA sdpa iR,

&5 wall_s — FHMER, & CPUIKE. GPU Self BRT{E wall k7T, ®t2 host/EFIBURERIRIET -
nsys/ ncu — XEMB A, AIMB&E .nsys-rep / .ncu-rep , FEIBIE ZHY kernel RIVIK,

F$E1| SiEOR (A—KE, RiREEHIHN)

X—FHEFHA: BEEE—ID 32 token. —if1 128 token, IBHEREE X, KNFHLAER tokens=32,
XFSEBUBERBER—HE: prof_infer.py ITEIHY top_*.txt BEERBEFR, prefill 5 decode BE—iC; SERER
SBATA trace_top.py --annotation prefill|decode M trace BY]], X—F{RECHEEHNR, RAMENMEEFH

THENMEE. AERBTROKNVIERABERERSEH, REREVDENIREVE, FUTEZIHNREFRSHIS
BT, ZFEMTAM, BEEEAETUARMERNSEREE. RIELHRNDBRERIUE NS,

o ThiE: B4k --attn eager , £l sdpa ; [El— decode H##, R{S torch_prof.md . meta_*.json. top_*.txt .

trace_*.json o

L LR
X% FilR 'ata Fata
projects/pri/reports/torch_prof.md LR eager .tokens / FLAERE 32
sdpa.tokens
projects/pri/profile/meta_eager.json /  REMRIZS attn / tokens eager / sdpa &—13cE

meta_sdpa.json

projects/pri/profile/trace_eager_in102  torch.profiler NHERTE MR ETE (A=EX, A Chrome
4.json / trace_sdpa_in1624.json Chrome trace 17, FERSEER)
(% nsys / & ncu) BRELE — ASIE RRE Nsight

o FEH: WRTERKRE --attn ; KEXTT
o AHAREHHET—%: Si—ORGE, X ecager BHZH,
S 2| B (eager & + Self R)

X—FSEFHA: il LapiREmFEet. H#HE host, HAAERTE Self CUDA, FNFEEX 532 GPU EEIEE CPU 7K
7&. eager B Self CPU (729 ms) B4 AT Self CUDA (289 ms), XEMEEASHIR hosto

o hfE: eager EE, 3% JSON 5 top %o
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BRI

X KR &ta #EHtA
projects/pri/bench/eager. fHEME wall s / wall 1.0077 s (IREEEFAAN 1.008). tokens 32
json tokens
projects/pri/profile/top_  profiler Self CUDAZE 117 aten::mm 56.11% (162.2 ms, 3616 %) ; Self CUDA
eager . txt = +REAIT total 289.078 ms; Self CPU total 728.677 ms
projects/pri/profile/trac  Chrome F1EEH LR 3R
e_eager_in1024.json trace
(% nsys) RE — kernel &3k H profiler &, F& cuda_gpu_kern_sum
o I FASTE aten::mm / nvjet_* GEMM, “R7E attention 2. & 1.01 s 25,

o BHARBET—$: BT Self X, T4 sdpa £ GPU TR CPU T8,
SW3 | 2T (GPU BEH T, EHRTM.LA)

X—FHEFHA: Ysdpazfa, ERE wall 1.33s, SHIE sdpa E8, TFF top &: Self CUDA 289.1-269.9 ms (P&
6.6%), Self CPU 728.7—990.4 ms (LEF+36%), aten::_flash_attention_forward BT, EXR & Self CUDA

JAETE, BEIFRE S BRBEINEFENZEAERAE, REERRITL sdpa.

o mh{E: [E— 32 token I sdpa, FTERFD top &Ko

B LR
X KR sta "EHtAa

projects/pri/bench/sd  fHEHE wall_s 1.331s ([@ 32 tokens)
pa.json

projects/pri/profile/  profiler aten::mm / mm 59.51% (160.6 ms); flash 3.24% (8.7 ms,
top_sdpa.txt & _flash_attention forw  8967%); Self CUDA269.906 ms; Self CPU 990.377

ard | RE ms

projects/pri/profile/ Chrome  fZ7EBlA] A5 eager trace HHEE, IREXRTIHDERE=R
trace_sdpa_in1024.jso trace
n

(% nsys / & ncu) KX — &8 Occupancy / mEaitiiss; MRRAFEER

o & GPU Self TFF 6.6%, wall RfILF 32%, WESMAMER, EFTE host M,

o ATABEHHT—: 4 tokens 186, ZFARKEELLEN; host MIE

ENEVE F izt

B4 | A— (R --att

n)

=ak
#‘I‘Hblz:l:

JFAZ --attn , BEESE S5 RN

X—FHHEFH4: WA tokens 2 32, M—EFIRE eager—sdpa, X#¥ wall +0.32 s RaE)IR TR L E AR,
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o THE: BN --attno,

B =L
X4 FilR ta "EIHA
projects/pri/profile/meta_eager.json / ToER attn F eager VS sdpa , tokens =
meta_sdpa.json i& E& 32
projects/pri/bench/closed_loop_summary.json HEE LR LEM 2E eager/sdpa, ZEE=K
f)
(7 nsys) K — A& Nsight iEREE T £

o FE RNT—1E5H, BLEMIL

o NtABEHET—F: SHANT &, FFEFNEMRELEE, KEHRWKZET, fixt host MPNBHUERERE --
attn o

$B5 | EMNS5KEFIE (GPU ML, wall ilZRAAEIL)

X—HHEFHA4: AR sdpa FiE#P S GPU Self BHE]ER FF&, 27 GPU Self FB& (289—270 ms), wall #1_EF+
(1.008—1.3315), FIEZHILM—TUZIN: 5 --attn TXRMEF, WMAZERIER CPU BHEIZREHE, MR, KEH
B, RYWEZXEFRZSEENEM, # --attn AT E(IR CPU FFiH,

HF (5 --attn TX)  Self CPU eager—»sdpa Tt  Self CUDA eager—sdpa Lt

aten::mm 47.5—81.3ms +71%  162.2—160.6 ms -1.0%
aten: :addmm 44.0—73.6 ms +67%  28.3—28.3ms -0.1%
aten::cat 22.1—36.8 ms +67% 11.6—11.5ms -0.4%
aten: :mean 13.5—24.3ms +79%  6.6—6.4ms -2.4%

¥IJR: top_eager.txt / top_sdpa.txt FRAT; ENEFRIERREFAIEE,

BA: GPU MZEILERTE 2.4% IR (IR =TA1E 1% LAR) , HPAMIRREER GPU TIFEEA—E; CPU UEIE(K L7
67%~79%, HLERHEIMAZILIEFATRRIER CPU BHEIENN 70%, FFLA Self CPU BY_EFARBMRIEITZE EAMITE
ENZW, 5 --attn X, TRREEMVLABRRER, FLHRE:

e GPUMREIZ: sdpa fF Self CUDA TB& 6.6% (289—270 ms), MRZEFBENEFRH 3.24%, MESERET
6.6%, FMEAEKIRATE 7B, 1024 A, batch=1 XMEZRKT, IFEHZIMAIUE EIRAKME. FE 3.24% &
BB Z ERIEL, FRERITRE L " e Z AiRRAE R % " FIKHE; 2L Al eager HRVEESISIEE aten: :bmm |
softmax. mask JLITE, EBSINERA BRI

o wall UZRFREIL: wall I EABRENMELES, RPRUBTELES --attn HEMWMOE. BT wall KL, &
M eager / sdpa XEEH 3~5 1, IRXEFIRER,

XN ESR—FERL A BEH—1EEZE, AEFZENEFEREE, X7, RANERRET, SILELH
B
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o mhfE: A wall+Self WFIHIE, HARKNEFIZAER,; T4 nsys.

FHFERIH

X

projects/pril/reports/torc

h_prof.md

projects/pri/profile/top_
eager.txt / top_sdpa.txt

projects/pri/bench/closed

_loop_summary.json

(% nsys / & ncu)

R

&fta

LH wall_s

Self CPU / Self CUDA &1it, UK
mm / addmm / cat / mean PU{T

status

1.008 vs 1.331

CPU 729—990; CUDA 289—270; FHk
e E TR Self CPU _£EFH 67%~T79%

gpu_run_complete

Wz FIE A R#H Nsight

o 3. GPU M sdpa A/MEUEE; wallMIBVERKEENMES, RTEEEN sdpa EIERIMKIE,

o AAAZIXErLUE: EidaeER: & wall, Bk Self CPU/CUDA, BRARMHEFZNMAEITEE AL, Z<fl
GPU fETEb. host MIZRATLL, FRLA wall 5 ERBEIZHRENZ F.

—aNERLE: torch.profiler IR E sdpa fi Self CUDA TF& 6.6% (289—270 ms), FEHEFR & 3.24%; wall
1.01—>1.33 s W EFBREIHMER TS CGRENEFM Self CPU B EF 67%~T79%) , BIFIBREEINE YL sdpa; Z<IR

BJ&% nsys/ncu,

FORERE  TAESOEHER www.guanglanyuegian.com

%20/66 7



+. HHEER
ns

REGH Self CUDA B
Rl

TH torch_dtype is

deprecated

A5 dtype, BEEHIE
s

self_cuda_time_tota

1 #T FutureWarning

total FUFENNZBRER
A

trace X1 /18 MB T
FF

trace_top.py RZE
27 decode HIFFRE

B2 mavitedtt
profiler IREY/N—12
&

+—. midRER

[RE

activities BiRT
ProfilerActivity.CUDA , SRREBONESE
GPU J&Th

transformers v5 B2

V5 By from_pretrained ZRiA
dtype="auto" , IENEXHREEMNE; B
CEENZE fp32

ZEMHTE torch 2.11 © @deprecated

total EFEF, fFEItA

KTKXEY, T with_stack=True

RERZAE SN record_function , BXBF
AR E

7& torch.cuda.synchronize() FHiEZR, 2%
B launch BFg]

P15 1]

#h £ CUDA; HaiATiRZ 57 3# profiler

A dtype=

BH®E dtype=torch.bfloat16

iRk self_device time_total ; {EJ sort_by
FREHREEMN

JFR—=EE Self 5

L --decode-steps ; KHRTEIREAA
schedule(wait, warmup, active, repeat) %

REBO

filt

Iy

FEZRF—H

HHEIRIEERED ; BURR(S profiler AU EMIAT(E]

THENSELZEHEFENLNE, XLEHZE HI00 LBEHERN, B~ RAFTST,; BEBEH, WH—-BRHRORZ
ER LR, WL, MEERSEER, D2EXRT “IEX=1HESHEHZH -

Q1| torch.profiler FEH) Self CUDA #1 CUDA total, HtAKXHI?

FHEm ARAAENREXKR, RBI—RHASERILE—KRE.

2ZZ5FL. Self BINEFREFZE0EFER, total EFEF. PyTorch WEFEHRERM, aten::linear KELIA
aten::addmm , [E—E% GPU Bf{B)&[EIAHZEMRERY total £, FrLA total FAENIAI LUTEBRER QML IFKE, B—1MREF
NAREBSzIE, VAEMHFR Self 51; total 7IHARREENSEEFIEMEM A, LLINEEA attention EIREY 2FERT,

HERE Self 5IE AR XKRE aten:: FFLHI CPU BFITH nvjet_tst * X kernel ITEEHE, CPUEFIT
B9 Self CUDA R EHLEEH kernel B9BTE], MEITZEIEHES . AELNREFTENFIEIT 93.7% 5 76.1%, BB
100%., BITHESILE, SBRREBRTZEM kernel 178 total; BHEMMBAER—EITEM, SINERFXFHTIE
% GPU flletial, #0 CPU MIAR/LFIARR—EIE. EFIMRIIESAE CPUMI, £&E GPU FITETE SEFPAILLE] (4<f) Self
CUDA &1t 289 ms 3f wall 1.008's, £929%), EbFMEA B8 GPU 7£5% CPU; RLEbLER Self CPU 5 Self CUDA FIFIA/NFR
%, CUDA BB FH, MEARARES
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Q2 | prefill #1 decode At AMKTHFF profile?
ZE2 BN EFIEIER, MARYE “prefill RITERE. decode RINEERE" XAiE,

BEEE BFMM. kernel FLiR. MRFLEE TR, prefill —RBIBEA prompt, [EFERENMEELHER, EHFIBER
&, ASTEGEMM AR S; decode 8F R — token, EWFMINEI EAFEEMNE—IB, batch=1 B RF—17, GEMM IR
R GEMV, BHBARENER R, RESEMER M EFET batch R GEMM, MAZRTFEETR, MELELN
kernel #8240 prefill —#%, launch FFEERUMET G EERMAE(E, BE—RAIT, KWE—BSBS—EBTeRE: &°F)
1024 token B9 prefill &S 31 % decode, decode BF#HEEFRLENE, 31 FRITH GPU BElS prefill AI—E5EEE
5, ENB—ERMWIBET. DERFERME record_function MAME, BIztnEL] trace,

Q3 | REBOEAE? A ATEEMERIIE?

ZEa FRERIET trace AFA%kIE,

BEZZE =M 2R,
1. F—RFIAEE kerne IEEL, JIT HiF. BEMT KXLE—RMEFH, FHAMEK, HTHEEL2R—RERE,
2. trace (AFAREREEAT KRR, JLE MB B trace BIUHIRAITRFF, with_stack=True EEBHRA—PTER.

3. profiler X5 EFH#H, RIGHBAMIHA,

HoED M. BNERES, Fobff L EE profiler; KEAIZITRIBRS IS TEIR, A torch.profiler.schedule I&E
REFO, wait NMERTEARERTHEN, warmup REEF, active 78R, repeat IFHITEIF/ L,

Q4 | fRE(LF decode Bk GPU =L RHE 40%, ETREAM?
FE . RPN —TINEERBRERNE, MAREE GPUMBETE,

SZEZL KN BETHEW—F. & kernel ZEINEIRS 1 EIMEEBRSNEBRE, = launch ZR, CPU RFRKREE
<, FERHEL kernel $18& (BFRE) ZHERR launch FF§H (CUDA Graph) ; [BIFRERELIINKRRO, Z¥EEF R
5 CPU MINEURERIEE, EERIIREL ., BERLHLIFENF batch, XEEH AR MEE: batch=1BE4
GEMV kernel 577 SM, XZRFTEENFARFE, SrIeMAREEFHERE LR, GPU ERE4E ERITH; STEHRIZM
EATEIE, Z kernel ZEIBEZEMR, MIEMNMIERIREH A, EENERAL launch REFIKEIEF =, IRFEREER: Tif
INEEE kernel 1T, 1BZ kernel FATIHIE, BRTEZHEERBIEZ kernel ial&,

Q5 | (P&EBHEE) FKA profiler N aten::linear BY CUDA total (57T 80%, FRLAMRZRTEZEPESE, *i05?

ZED AW —IEERBANESEE. AEARE total 5|, MX—FIANESCRE T X1 80% iR T B8 AR
%

BEZGE TREXATER, RBEBERAE T, CUDAtotal EF&EF, aten::linear R TFHNEIESTCIERAN
aten::addmm JAEE NERIATE, F—E GPUNEMREEITANT ZE, FTUART total EBMM=#8d 100%, 80% XA S
FAMREL T SHEIN/\K. BHETEEREFSHIN, FixE Self CUDA %I, BE— 1 FIRE—EHLR: XiKKRE CPU
HF1T5 kernel 1T56HE, m22zia) Self FIRHES L, aten::mm B9 Self CUDA SL2 EHIEERIBRHL nvjet_tst_* kernel
HIBtEl, FRIARITE LRI, BRMENAT, AELVRMEDANEIT 93.7% 5 76.1%, T 2NMUEEEREE GPU
B kernel ’CE, RTE kernel X—HATERM; kernel ZEFRFERE, E—FRLMERMEEZHN GPU EICEE], BN
HAERTEMENHE, MERNE Self 7IHIAT GEMM Stt&E, ERERH—4A): XE prefill BiXE decode E&? decode
EZR) GEMM SEEEREDS, ESHMEFIRLENE, TR batch /v, BHIMEZEFRZHITERE, & ncu B Compute
5 Memory &HF GEMM B M 4 tile, XAWPEBT, MAIFHEMREIRE GEMM SKIXM 5 RSTEFHIRAIEIL,
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BHZ 3fvLLM/SGLang E£/=iR53# Nsight inZlix Profiling

RAREBEENEAE: — BEEROEERS, T ETE, WA S0

FWMBEMLEIS: H& 32 XMAET, vLLM 5 SGLang B9E GEMM 1815/ 1F— (Memory £9 86%. Compute RE
12%), MLHZRFEFT R, FeENRYE, BEEERYRHNEARZH L LR : BAIA max_num_seqs=1024 AT IEFRFF
%, BEFRRE—FBANMBEK, RARMEESD token TIE, BIEXFIEM 8192 &% 16384 2[5, VLLM HIt&
BIRA (-0.7%, 21, ERECEA). B8 P99 E5.7%; SGLang FItPE 5.4%. EHE P99 & 56%., &k EicaI#
2, mLIAERA.

— DB EIR, M—DEEIRN, BRFTENHN. BB "Bt 7. BRAORNT. RELAEEFNFIESIE T HE
2, tb “BMATIEHMRTEDZIL BEFEER,

IRSEREHIE -

(33

1. nsys 5 ncu ARNEEFHARB, AHAIRFEFER;
BHRS AT ABTNTERETOBX;

3. '&4M kernel B Compute 5 Memory &It H|BriRsnEEY ;
4, EAENFRZATRIBHIEITERE T Ko

2.

—. BiR53 Y
M— NP IEAR S MR ZliR GPU MERED M. B Nsight Systems B E|&EMFFHESHIL kernel, B Nsight
Compute I XL kernel & Occupancy 5 Warp £, &EIRIELICR—FHENLLIE,
RAT=H¢:

1. —% nsys RE&EIER (& kernel ;L& CSV);

2. ncu_top.py : 1B ncu BYIREK CSV BMHE—1T— kernel BItEEK;

3. EFREVEL — nsys i — ncu T — B—4 > ENX—TEFIFNIZR.
HEHABRNE (EFREA—F, XTHBEMLETHIF)

1. BEARRNORF. TSI —AEE;

2. nsys LR BETEH RiTHFEETREIJLE AT kernel;

3. ncu XX LA kernel £5H Compute 5 Memory &, FHiBIHIERIREE;
. Rl fE R R OENHARERE;
- HIEREES N Z I E S o

o b

—. BT IASAEETA

nsys BIYEIZE, ncu BEMER. nsys REMZ kernel BTEILER : FELERZI. FRITERIR. kernel B 5HEITK, AEEIZ
GPU BRBEZTH. W1 kernel Rit#Elf&RE. CPU 5 GPU IEFRXR; EXRREEMIEAEITHRRSE, EERT “X1 kernel
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AL ncu EEA kernel BUREHITEREs (SM BIt. EEHM. Occupancy. Warp EWEER) , KINZEEE kernel &
EEMUREITHEEE, FrIGEMNENIRSHE—E,

IRFREER: 4t nsys ZEIHLA kernel B GEb&E, B ncu REIXL MR, B, BHRSFEMLRIIE: RSF
B, IRESAZARATA, node £k CUDA Graph BERES#H—F A, HIIREXRET .

=, ENEL%
SeE—MALLNE, ENEER—LRESR.

fC vLLM:

source "$CH25_ROOT/.venv-vllm/bin/activate"

vllm serve "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--served-model-name Qwen2.5-7B-Instruct \
--host 0.0.0.0 --port 8000 \
--max-model-len 8192 --gpu-memory-utilization 0.88 \
2>&1 | tee "$CH25_ROOT/bench/serve_baseline. log"

B—MRIFE:

source "$CH25_ROOT/.venv-vllm/bin/activate"

cd "$CH25_R0O0OT/bench"

vllm bench serve --model Qwen2.5-7B-Instruct --base-url http://127.0.0.1:8000 \
--dataset-name random --random-input-len 1024 --random-output-len 128 \
--num-prompts 256 --max-concurrency 32 --request-rate inf \

--seed 0 --ignore-eos --percentile-metrics ttft,tpot,itl,e2el \

--metric-percentiles 50,95,99 --save-result --result-filename baseline.json

--gpu-memory-utilization 7£v0.26.0 B9EAIAER 0.92, XEE 0.88 24 profiler BRE, nsysf ncu BEEHELE
%o --dataset-name random ERAEMKEY, A FEEMAXHF, MNBEEH, --ignore-eos ILBFKIFREPLERMH 128 T
token, BNHHKEAR—, TPOT &iEER L,

HZigR (S5, reports/nsys_vilm.md )

i B4 (ERiA btok=8192) £l --max-num-batched-tokens 16384
R B tok/s 2604.7 2585.8 (-0.7%)
TTFT P99 (ms) 838.9 886.3 (+5.7%)
TPOT mean (ms) 8.77 8.68
ITL P99 (ms) 114.0 62.4

BHE—RgEKAE (prompts=32/conc=8/in512) IR, Bei—H—HIRAT --enforce-eager , FEELL,
ERUBORME A E, RAFIEESETRA. B TTFT P99 LU 10%, MEEIHES KA. ARMFELH
E; Z@i—ééﬂ] btok><2o
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SGLang FIA1& (SEMkRZs 0.5.6; reports/nsys_sglang.md )

i<t B4k (BRiA chunked_prefill=8192)  £ill --chunked-prefill-size 16384
A tok/s 2515.2 2380.2 (-5.4%)
TTFTP99 (ms)  801.2 1249.8 (+56.0%)
TPOT mean (ms) 9.28 9.10
ITL P99 (ms) 21.4 27.7

SWATE, YHIER: H100 EFRIA chunked_prefill=8192, conc=32 B} max_running_requests=4096 FELIR, &l
B2 EEREREM (BEIERAIES). /start_profile + profile_by stage BE3%Z)DECODE /EXTEND Ff%

torch trace,

M. A nsysi8ERETOR—R
VLLM V1 @& #1254, IREBERBRY, BEAANMER L ERPRREALXESTO.

FEES=TBIEVANERS EFENLKE ctri-c), BN 8000 mHAKE, ARIRSZIHEL—R, L profiler icE:

source "$CH25_ROOT/.venv-vllm/bin/activate"
cd "$CH25_ROOT/profile"
nsys profile \
--trace-fork-before-exec=true \
--cuda-graph-trace=node \
--capture-range=cudaProfilerApi \
--capture-range-end repeat \
--gpu-metrics-devices cuda-visible \
-0 "$CH25_ROOT/profile/v1lm_baseline" \
vllm serve "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--served-model-name Qwen2.5-7B-Instruct \
--host 0.0.0.0 --port 8000 --max-model-len 8192 \
--gpu-memory-utilization 0.88 \
--profiler-config '{"profiler": "cuda"}' \
2>&1 | tee "$CH25_RO0OT/bench/serve_baseline. log"

FRE viim serve #PEBIXIFIE—T tee . BT EMZZEHAERES|IZELFRAM max_num_batched_tokens , IE=
Ei% Graph capturing finished #f—17, HEREMEBER—RIRZEX,

FRIRRAK2FBNR, BM—1TEOMIT (B, 18135 cd + export +#iE venv):

source "$CH25_ROOT/.venv-vllm/bin/activate"

vllm bench serve --model Qwen2.5-7B-Instruct --base-url http://127.0.0.1:8000 \
--dataset-name random --random-input-len 1024 --random-output-len 128 \
--num-prompts 2 --profile

EFIG=$TED starting profiler... / Profiler started 5 Stopping profiler... / Profiler stopped o
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XEREFGEER, nsys BENR— T BREMNERRS, .nsys-rep EFWEIHBELERTREHFK, BE Profiler
stopped Zfg, EIFIRSZBIHIBNRIHIE—IX ctri-c F32RSS, nsys RFTEN Generating '...nsys-rep' file F}H3&#,
ZEABRMT—SHNEH, BEXIE .nsys-rep SXMXUFREE, XFESRELXMK,

ANFXRZEERRA:
Fx fRRta
--capture- RSB E, FEELTEXE, 1LNAMRNM cudaProfilerStart/Stop FKIEEXREE, --profiler-

range=cudaProfile config '{"profiler": "cuda"}' B2t vLLM E&X—3%t APl, BF IR --profile =k

rApi

--capture-range- —PBEOSERGEHEEFET—, MAREEW I, BUEZXEE none / stop / stop-shutdown (FXIA)

end repeat

--cuda-graph- decode FE CUDA Grapho BRIABY graph RIETERYE)LZ% EREERIIEE—%, EFRIEEE kernel;
trace=node node ZBEFE, KNEFHEBELTK
--trace-fork- E75 VLLM profiling XIEEHEHN, EFREREFHIERIFR. nsys BAIA --sample=process-tree 73

before-exec=true TREBEEHER; TIMHZ fork E exec Z[EF—/NER, EFBEREEXKEIARENITH. AIAEiLMERR
P, BITAREMSLEE

--gpu-metrics- EPMBIAMER none (BE7 CLIFEM) , FIFLRAZE] SM active. DRAM XL ER GPU $8t%, BY
devices cuda- B4k E R A kernel %, BXEXHE all / <id,.> / help
visible

--profiler-config BIFEEXEH vlilm/config/profiler.py BY ProfilerConfig : profiler BYER "torch"
"cuda" #iZE— ( Profilerkind = Literal["torch", "cuda"] ), BRIk None . EH torch trace TIARELA nsys IREXKE
‘O, RAHRRK:

--profiler-config '{"profiler": "torch", "torch_profiler_dir": "'"$CH25_ROOT"'/profile"}'

=K F%E: torch_profiler_dir RTE profiler & "torch" BIAJA, B "cuda" STERWMEZELE raise (EIXfHF
_validate_profiler_config); RiI¥R profiler 2 "torch" MRAB RS raise. BRMNILETE LML
2, BRKEIHEPREIIE URI 821 os.path.abspath MEFIRMARIEL: HMBEFRRE, SEBHHHENIER
RERF, ZHETREZZIBRZINGIS, FIUEREXEHEITIE, scH25_rRooT BAEMRLENRRZ, HHEE
R, B LSRN BERER,

5F4h, EBHFZEH vLLM_TORCH_PROFILER DIR IFIEZXEBAFTFEET: v0.26.08 vilm/envs.py £XIER

TORCH_PROFILER ZEILHAZ,

/start_profile 5 /stop_profile XM MHERENTIE vilm/entrypoints/serve/profile/api_router.py , RTE

profiler_config.profiler 773 None B &, HoiT—&F—RMHZ4L "Profiler with mode '%s' is enabled in the API
server. This should ONLY be used for local development!", tFtRi%: A --profiler-config BEIBIARS, X s
RE 404, BFIHR --profile KM, X—RFFIHRIEBXABE T “Use vLLM Profiling. --profiler-config must be

provided on the server.”

H kernel SCE:
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nsys stats --report cuda_gpu_kern_sum --format csv \
--output "$CH25_ROOT/profile/kern_baseline" \
"$CH25_ROOT/profile/v1llm_baseline.nsys-rep"

head -15 "$CH25_R0O0T/profile/kern_baseline_cuda_gpu_kern_sum.csv"

IRERBLFFEERRZAS nsys stats --help-reports RYSERREEILE E, HEIEAXETIEMNE TRIEER
( cuda_gpu_kern_sum / cuda_gpu_trace / cuda_api_sum); EM gpukernsum XEGEENENHEECELELRE, 8
BAMEERRB, FrLGIEZENS TR,

SGLang MIBYEMME (IR .venv-sglang ):

source "$CH25_ROOT/.venv-sglang/bin/activate"

export SGLANG_TORCH_PROFILER _DIR="$CH25_ROOT/profile"

python -m sglang.launch_server \
--model-path "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--host 0.0.0.0 --port 30000 --context-length 8192 \
--mem-fraction-static 0.85 --enable-metrics \
--enable-layerwise-nvtx-marker

curl -X POST http://127.0.0.1:30000/start_profile -H "Content-Type: application/json" \
-d "{"num_steps": 10, "start_step": 5,
"profile_by_stage": true, "activities": ["CPU","GPU"]}'
# HABIRL&ER. 447 num_steps 2HCE, FEXELAUTRNAE
curl -X POST http://127.0.0.1:30000/stop_profile

JER{KITRZ v0.5.16 python/sglang/srt/managers/io_struct.py BY ProfileReq ., X—EZHIFERMNRAENNFE:, H
RIRFFERIABD ] :

FE IR {E Fta
profile_by sta  true TERXBEHFARX. 1€ prefill 71 decode I RFR{A trace &8, B —EFohigM &Y
ge DE—H R E R
num_steps 10 K% 10 4> scheduler step s BoHE, FHEBIE /stop_profile
start_step 5 Bodai 5 (il / HwiF), MIRSFHIAER
activities ["CPU","GPU"  SRMPLESETf, iFEEND "MEM" . "RPD" , ANERRE

]

HARFE (output_dir / with_stack / record_shapes / profile_id / merge_profiles / profile_prefix /
profile_stages ) TXEERIEM torch profiler 4877, RELAEIE; EXTTERNBIZ output_dir , BNEFRLE

SGLANG_TORCH_PROFILER_DIR o

--enable-layerwise-nvtx-marker BYEEBINZSE “Enable layerwise NVTX profiling annotations for the model.”
( server_args.py ), yIAFENREEZ EE—ESE NVIX X8, BEE& ncu By --nvtx-include FAEERRE—EM
kernel, --enable-metrics #AIA False, RIXAflag, /metrics ImmiRARSER,
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F. A ncu WEHHERSHIL kernel
M nsys B9 kernel ;L 2 EBHkH RitBTiEIFT 2~3 &, RXENIE:

source "$CH25_ROOT/.venv-vllm/bin/activate"
cd "$CH25_ROOT/profile"
ncu --target-processes all \
--graph-profiling node \
--kernel-name "regex:nvjet|FlashAttnFwd" \
--launch-skip 200 --launch-count 20 \
--section SpeedOfLight --section Occupancy \
--section WarpStateStats --section LaunchStats \
0 "$CH25_ROOT/profile/ncu_baseline" \
vllm serve "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--served-model-name Qwen2.5-7B-Instruct \
--host 0.0.0.0 --port 8000 --max-model-len 8192 \
--gpu-memory-utilization 0.80

ERZERHARIBEIER, R&EH 20 X launch BFEIZE ncu BN RiE ctri-c 45

source "$CH25_ROOT/.venv-vllm/bin/activate"
vllm bench serve --model Qwen2.5-7B-Instruct --base-url http://127.0.0.1:8000 \
--dataset-name random --random-input-len 1024 --random-output-len 128 \

--num-prompts 32 --max-concurrency 8

ncu HEHETIRSSENHE, XBREEN: SBIESNE kernel EREZ R UFR IR, REEMEEEMNASEF s
T, & ncu KRinERETER kernel B,

--kernel-name BYIEMMAFKBEIRE 2 EME cuda_gpu_kern_sum.csv £—FBMNELEF, ANSZLMiL (CUDA 13,
cuBLASLt. FlashAttention3) £ GEMM & nvjet_tst_* , attention @ FlashAttnFwdsmoo ; |H¥& EE LAY gemm .
BatchDecodeWithPagedKv TEZARZETRRAMTD kerne (ICRE— M EASHH, BISIE ncu FEBIHERAZIEM

kernel,

ELNE ncu BUESHEHEFEHRS LR, MEARMBELEWMEED kernel FZIRGHREE: VLLM Ml eager latency.
SGLang il bench_one_batch , 339 batch=32/in1024, --launch-skip 2500 --launch-count 24 ., JREZ ncu B9
kernel EMSERERSHIEKBEEEETIN, REFOBLUIRE. WIPHIEN kernel BFR—%, BERZER—1" kernel, X
—REHE RS nsys L2 (kern_baseline_cuda_gpu_kern_sum.csv) By Name F|FE—I1T2
nvjet_tst_192x16_... (Time21.2%. Instances 3444); BHBELAXIIFE GEMM 2 nvjet_tst_192x32_... . MEED

& CUBLASLt B9 nvjet GEMM, ZE7E tile 8K BLMEEE batch 32, IRBSEESMAIETHEEHAME, FEN
B—MIEIE, MIBERE FlashAttnFwdSmoo o

e EIRSESSHSMFAR, FREMEE: MDESEE Memory iZ=TF Compute BIE—X (8], #iBH decode EREZIR
FEEHEXMEICERSSMIL; BHEMBHH Duration. Instances FAEHEARSSHIEKS B, LEEE viln serve
SRS BITERR. BASMAEZNHINT, ERFEERS. UAZERAETN, EFRNEERETONMRLAX

%
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# vLLM fll: E#t latency, X CUDA Graph LUEZE kernel ¥
source "$CH25_ROOT/.venv-vllm/bin/activate"
ncu --target-processes all \
--kernel-name "regex:nvjet|FlashAttnFwd" \
--launch-skip 2500 --launch-count 24 \
--section SpeedOfLight --section Occupancy \
--section WarpStateStats --section LaunchStats \
-0 "$CH25_ROOT/profile/ncu_baseline" \
vllm bench latency --model "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--input-len 1024 --output-len 8 --batch-size 32 \
--num-iters-warmup 2 --num-iters 5 --enforce-eager

AEIMIZRT batch 32, %N 1024, eager. --launch-skip 2500 --launch-count 24 XJLI, ZHICFHHETAEN --
kernel-name iE&M, HIEHIER --output-len ; EEHLEMIENS --output-len 8 BIRAZESLMILH kernel B
BAENATRSE, T2RNHRMNRAGS, XHKE GEMM 5 attention kernel 89 SpeedOfLight 5153k, MHKER
FMARE|RY decode HE, FEME kernel FIFMIEEL,

MEBRFIRECHIFRE—FK: EEIRTEEOMERS K, EFIHMAEMBLE.

ANINFEBEIE (2554 B Nsight Compute CLI EAFA1) :

PAES oLl

--target- EYfERE application-only #l all. vLLM @Z#HIE, WEHE worker FIEREE, X5 a1l #i—1

processes kernel tHRAE|

all

--graph- BB node (ZEkernel W) o graph (EKEZH—> workload), decode & CUDA Graph, EFEH

profiling kernel A% node

node

--kernel- TIEHAT regex: BIRAVEBDITED, AMNEIE, ncu KRERRSBMHE— kernel, LFF LK

name I‘Eﬂfgﬁﬂj

"regex:..."

--launch- FIEBKEEI N X launch (BRIA0), EEMRHIRERE. BLIRIEE A T B A E IR EL

skip / --

launch-

count

--section B Z&R4% . 4 Section WE AR FIR: SpeedOfLight “High-level overview of the throughput for
compute and memory resources”. Occupancy “EEX warp SIEIR&A warp ZE”. WarpStateStats
“Analysis of the states in which all warps spent cycles”. LaunchStats “Summary of the configuration
used to launch the kernel”

(kA -- --set BYEA basic (FAIA) 5 full. full E2E6 Section, FHEARZ, REEEBEE kernel 2

set full EAEREH

EBIFRAELS, MEGBRTEMA. --page details FHAICSVHEETRZF (buration . Compute (SM) Throughput .

Memory Throughput . Achieved Occupancy ); --page raw 5 --query-metrics FIHRIZRBIEITZ
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( sm__throughput.avg.pct_of_peak_sustained_elapsed X—), ZANZ1Z Section H. 1% --page details |H, --
show NFEERBREME; %M head -30 HF CSVHY Metric Name FIFBE. ANEIEXRHK Section 3k, TS
FERER, RN TR EIRINIEREEXE R EHAEE

SHiAK CSV BiEM:

ncu --import "$CH25_ROOT/profile/ncu_baseline.ncu-rep" --csv --page details \
> "$CH25_R0OOT/profile/ncu_baseline.csv"

X CSVRREKR, —1 kernel WENMERS H—17, BIEEREI. TEXMHAIEEEME—1T— kernel BIHER; £
7, BHITEM,

¥ $CH25_ROOT/profile/ncu_top.py :
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"t ncu B9 CSV RIBBRRER"—1T— kernel"BIHER, RISEIITHIF. AIRERE,
F%: ncu --import prof.ncu-rep --csv --page details > ncu.csv
python ncu_top.py --csv ncu.csv --sort duration --top 10

FEREMER, RJMBEMNSHF: ncu ELBFIERERR,

import argparse, csv, Sys

def sniff(header):
"""neu BREAFIBEHN, RFBEM, EUFAIMBRLITHFRILABSZ """
idx = {}
for want, keys in (("kernel", ("kernel name",)),
("metric", ("metric name",)),
("value", ("metric value",)),
("unit", ("metric unit",))):
for i, col in enumerate(header):
if col.strip().lower() in keys:
idx[want] = 1
break
missing = [k for k in ("kernel", "metric", "value") if k not in idx]
if missing:
print ("IARHXM csv BBIF, R " + ", ".join(missing), file=sys.stderr)
print ("SEFRRL: " + " | ".join(header), file=sys.stderr)
print("F “head -3 ncu.csv' &F—MR, B sniff() BMXBFHEIMXAR ncu BFI&, ",
file=sys.stderr)
raise SystemExit(2)
return idx

def to_float(s):
s = (s or "").replace(",", "").strip()
try:
return float(s)
except ValueError:

return None

def main():

ap = argparse.ArgumentParser ()

ap.add_argument("--csv", required=True)

ap.add_argument("--top", type=int, default=10)

ap.add_argument("--sort", default="duration",
help="FATHFIEIRZHFEE, BAIA duration”)

ap.add_argument("--show",
default="duration, compute (sm),memory throughput,dram throughput",
help="ZERTHNIERRZFH, ESHF;, FREENELERZWNEFL")

a = ap.parse_args()

with open(a.csv, newline="", encoding="utf-8") as f:
rows = list(csv.reader(f))
rows = [r for r in rows if r and any(c.strip() for c in r)]

if not rows:
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raise SystemExit("CSV BFM")

idx = sniff(rows[0])

table = {}
for r in rows[1:]:
if len(r) <= max(idx.values()):
continue
k, m, v = r[idx["kernel"]], r[idx["metric"]], to_float(r[idx["value"]])
if v is None:
continue
table.setdefault(k, {})[m] = v

if not table:
raise SystemExit ("ZETHEAEERENF, WIASHNTET --page details")

wants = [w.strip().lower() for w in a.show.split(",") if w.strip()]

def pick(metrics, sub):
for name, val in metrics.items():
if sub in name. lower():
return name, val
return None, None

def sort_key(item):
_, val = pick(item[1], a.sort.lower())

return -(val or 0.0)

print(f"kernel # {len(table)}, ¥&& {a.sort!r} HUISIRFEEENET {a.top}\n")
for kname, metrics in sorted(table.items(), key=sort_key)[:a.top]:
short = kname if len(kname) <= 66 else kname[:63] + "..."
print(short)
for w in wants:
mn, mv = pick(metrics, w)
if mn is None:
print(f" {w:<18} — (X cSv BREZZFHRMERT) ")
else:
print(f" {w:<18} {mv:>12.2f} [{mn}]1")
print()

if __name__ == "__main__ ":

main()

A2y 2 EBRRITER:

python ncu_top.py --csv "$CH25_R0O0T/profile/ncu_baseline.csv" --top 8

FHARZEILMAY ncu_baseline.csv FE, HHIT (kernel ZBKATHIZS BITERR)
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kernel %t 11, &% 'duration' HUIEATPEREEYET 8

nvjet_tst_192x32_64x7_4x1_v_bz_TNT

duration 96.10 [Duration]

compute (sm) 11.67 [Compute (SM) Throughput]
memory throughput 85.83 [Memory Throughput]

dram throughput 85.83 [DRAM Throughput]

nvjet_tst_64x32_64x16_4x1_v_bz_splitK_TNT

duration 52.74 [Duration]

compute (sm) 10.47 [Compute (SM) Throughput]
memory throughput 78.98 [Memory Throughput]

dram throughput 78.98 [DRAM Throughput]

void cutlass::device_kernel<flash::enable_sm90_or_later<flash::FlashAttnFwdSm.. .

duration 38.02 [Duration]

compute (sm) 16.13 [Compute (SM) Throughput]
memory throughput 55.68 [Memory Throughput]

dram throughput 55.68 [DRAM Throughput]

nvjet_tst_64x32_64x16_4x1_v_bz_bias_TNT

duration 17.57 [Duration]

compute (sm) 7.60 [Compute (SM) Throughput]
memory throughput 58.68 [Memory Throughput]

dram throughput 58.68 [DRAM Throughput]

nvjet_tst 64x16_64x16_4x2_h_bz_ TNT

duration 14.56 [Duration]

compute (sm) 12.78 [Compute (SM) Throughput]
memory throughput 53.51 [Memory Throughput]

dram throughput 53.51 [DRAM Throughput]

void vllm::act_and_mul_kernel<cl10::BFloat16, _ nv_bfloat162, &vllm::silu_kern...

duration 8.51 [Duration]

compute (sm) 6.72 [Compute (SM) Throughput]
memory throughput 8.55 [Memory Throughput]

dram throughput 8.55 [DRAM Throughput]

void vllm::rotary_embedding_kernel<c10::BFloat16, 1>(const long *, T1 *, T1 *...

duration 7.10 [Duration]

compute (sm) 3.08 [Compute (SM) Throughput]
memory throughput 5.67 [Memory Throughput]

dram throughput 1.14 [DRAM Throughput]

void vllm::reshape_and_cache_flash_kernel<__nv_bfloatl6, _ nv_bfloatl16, 0>(co...

duration 6.91 [Duration]

compute (sm) 1.20 [Compute (SM) Throughput]
memory throughput 5.03 [Memory Throughput]

dram throughput 0.40 [DRAM Throughput]

(UL ERAZESLN ncu_baseline.csv BIBEMER, SENTHR 3 HIRE—K; HESER CSVRMRKBTIERS.)
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7N Efi: FUSPRFE
Z3 SM B/, BEFHR MM ZE, BXKKE SSENFKEER ncu BFEANBNEE, SHRIOIMUXESM - -page
details —2FHEIRAY CSV E:
1. £—TLKZE) 80% LU b, FIAZZERES]. MNES: "This workload is utilizing greater than 80.0% of the available
compute or memory performance of the device."

2. FINERETF 60%, FIRIERZMR, MUEX: "Achieved compute throughput and/or memory bandwidth below
60.0% of peak typically indicate latency issues."

3. &£ 60%~80% Z[a)89, £541% kernel 1€ nsys JL 2 BRI SEb—fEH), HEb/NBIEFIE,
Occupancy B _F 4 EWNE, WRGIHAE:

SMEHR EBEHEMH #E ZMta
= 1% (=) kernel & EIEE LR, £ RAERERMN-EEIEE
SR
1% = H1E decode B attention 5 GEMM A, AREREHIBEER: &KX batch. BRTIEERE.

2R EUNERIRERE

{133 {133 MR 4% Achieved Occupancy 5 Theoretical Occupancy BIEEE: ZBEARHITELRRE
IR (batch=1 B9 GEMV &5R# SM, ARERBIEK batch & H /) kernel) ; BUEIEILENE
WarpStateStats WIFIRE S, SHBESKBTED

Occupancy R##IF5, EEETHEA:

1. EEMi% kernel H28 Theoretical Occupancy tb, FE# 100% b, Z<E LM E GEMM B9 Achieved Occupancy
14.2%. Theoretical Occupancy 18.8% ( ncu_baseline.csv HJ Occupancy Section), tb{E 0.76, BELLER0.7:
achieved BREL theoretical #id 0.7 MBELMITZ kernel BEEM LR, X ERH tile 5SHFREERE, FE0AE
2,

2. HHZEMRE kernel EEERER Occupancy, MENELIEELHF2E, Occupancy BRFFHRM,

RXTNERZET, 28 ncu ERAMBRRBENBEF. Memory Throughput BENEFEFRS (L1/TEX. L2, DRAM &
LZEER) BRUZEI—FZMIEMESEL, DRAM Throughput Z%E4E HBM. ZAREFE GEMM EFEIGIFEBZ 85.83%, P
7% HBM [REI& B RE; BREER" " Memory EftE HBM ZIR"Hp@EN . REIFEEMRE 2RI CSY £
rotary_embedding_kernel HYMemory & 5.71%. DRAM 2% 1.15%; RMSNorm A8/ kernel (CSVERE
std::enable_if<...vllm::_typeConvert...> X{FMIRIREFEZ) E Memory 7.81% ¥ DRAM 2.73%, MERY L1/TEX
H 29.84%. X1 kernel IZEMEH LEL, TRER. HiHFZRIHEM#H—iES, 2H DRAM BiRESZZE HBM
AUl
B—1TREZILHE, BEMR nvidia-smi BiR 100% #MAE GPU BRFESFIA, ZIERREEXEIERNZESHE kernel
7EHIT. —TNRATILN SM By kernel, RE—BHEEFR, FARBEETR 100%, ERKSBRITESEFHF. EXiT
BHREERA LR, FEEE ncu B9 SpeedOfLight: F—ERBYE]2E, Compute #l Memory Z BB T IRENE S Z /Lo

JMEEICERRA, vLLM 1 SGLang B9 GEMM 3845/ 1F—3: Memory X% 86%, Compute RH 12%, LK,
Memory I3 T 80% X% 4k, M E GEMM FHINIHEFZIR: MMAEE S, MEZFR HBM BAEM KV EN.
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FlashAttention BB—{TEIRFE—EXNYI, FEEIREE GEMM i, ©AI Memory 55.7%. Compute 16.1% (SGLang 1l
56.2% / 33.0%) , FITERAEI 60%, ¥ ERFINWEERZIR, FEIHFZMR. B nsys CERER G 5.0%, FERAHNE
BZ, FAUATEAME T, BEEMRLE, HHEE WarpStateStats BEWRE, MARRSIHIBEER. X— 2N
H. FEELEGHBEIF: Memory b Compute KREFIHEZIR, BEETCE LA 80% BFKLL. nsys BELERE—
HEERHEE, CHEX—SREIFIERENMS: A— FOREEENRERZHRE tile, XEXRIIRLD. WHILEAH
tileo

XA RBLUERA Continuous Batching TERAAE., ZNZM nsys @A --num-prompts 2 X, FORREMKIER, LC
BRM Instances FRUMREZEN 28 RAEBHXMNEOMNEM: Ktile nvjet_tst_192x192_* E 56K, 56 +~28=2, IE
R EZIEREZ B prefill; & tile nvijet_tst_192x16_* & 3444 )R, 3444 +28=123, REIH decode T#, &l
R prefill B 123 & decode, RAHFREFEIXND .

EifF5 |2 ER—MAES BIRS prefill 5 decode (Continuous Batching: SIS MERTAEMAN, SEMIIANIER
S5%HIW prefil IBREHMER—F E), FENZEZ kernel [ial8: F cuda_gpu_trace HEFE tile EEXREHINER—
1 step KiglN, HEERESIZENREERS, LCERABRBMENK, ZENEIE, BEERTXNE#, KNEZEXREE
B, FTUAXERGEREORNERT prefill 5 decode M LT{E,

IS ERXMPRIE: Instances + BREBRH SEEHEIRNREFTOERT ZRAIR, REREORRROFE.

BT—FZIARENSE? conc=32 B, vLLM BKIA max_num_seqs=1024 . SGLang BAIA max_running_requests=4096 ,
HITAKTHE, BEBFIBEKRBETZSUNEA—FIERK. BEFRAIRNZERD token IR : FiZ H100 ZAIAERZE 8192

(VLLM 2 max_num_batched_tokens , SGLang @ chunked prefill_size ; MEEREEEENXAEFN, VLLM WFES
IE7E decode B9 token, SGLang B9R£93R prefill 433k, conc=32 B decode R &5 32 4> token, ZEFAIZBE). IBEEZ!
16384 ZJ5: vLLM &M 26052586 tok/s (-0.7%, Bi#t, 7EIEESBEIA), TTFT P99 +5.7%; SGLang EEAE,
25152380 (-5.4%), TTFT P99 M 801 ms #ZE 1250 ms, FAEEFIZHNHIEMERELEK. BEESHFET 10%,
DEERRG, TRECEZRTIHHFEFR, BMRESNE, RSt—FEFERM prefill FHTZ. BPTK, HER—
# BH decode MIEEFFIIEREWAILK, X CUDA Graph & launch 7§, BRIMEH=ME, FTEEANX—UME, HFM
CSVTE reports/nsys_vllm.md « reports/nsys_sglang.md o

€. =%, AREN

RR—1TE, RIEFNDHIEILIE:

BARTHAE Eamp—1 FEREGH
HEBLZMIL max_num_seqs , i JAK --max-num-seqs , IBEZIERHANB—H, I8 &: Bk seqs=1024, LfrFF
SRHEAR L SEXEKVHER X85H32
GPUBZAH. PAFIE—BEEZEFFE K --max-num-batched-tokens Z. BY token BEA BAERH
K HALAYR

GPU #AZ#ZIF EPR1B TTFT P99 JAIV - -max-num-batched-tokens , it prefill 33RE &
B= 4, 45 decode iLER

FMEXKRH—R, BoIF, xEGPHEEIT, FALATHEHNAZE --max-num-batched-tokens , A& --max-num-
seqs | BAFTBLEET, conc=32 BY seqs FAIA 1024 IZKFHE, AEFASHE—FBEANMBIEIH, --max-num-seqs
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--max-num-batched-tokens 7E EngineArgs E#E None , ESLEVEHSIZRIRES . FEENF, ZRHHEEEESI
ZEXFATSL, SARTEIESR Eog:

vllm serve "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--served-model-name Qwen2.5-7B-Instruct \
--host 0.0.0.0 --port 8000 --max-model-len 8192 \
--gpu-memory-utilization 0.88 \
--max-num-batched-tokens 16384

16384 BELL(E 8192 R (E. BLAEFER, MNEmAEER:

grep -E "max_num_batched_tokens|max_num_seqs" "$CH25_ROOT"/bench/serve_baseline. log

. SLE5E=PEFFHEE, RaHxXHS:

vllm bench serve --model Qwen2.5-7B-Instruct --base-url http://127.0.0.1:8000 \
--dataset-name random --random-input-len 1024 --random-output-len 128 \
--num-prompts 256 --max-concurrency 32 --request-rate inf \

--seed O --ignore-eos --percentile-metrics ttft, tpot,itl,e2el \
--metric-percentiles 50,95,99 --save-result --result-filename tuned.json

AREEFE—R ncu, HIABB kernel BY Occupancy EFFHEMNGN T, RBIRHEELKT RERMRLRKDN, BX—1T
RERIRY: FHOEENTETXNRER. HIERERLEIC: BT kernel WEREITEATHEA BEWL, BinEE
BHEHIRFA. TTFT P99 RLUBT 10%, MEEITRIIA B,

EMLER: conc=32 BFERIA seqgs / max_running_requests #FRELHIER, WHEFNEIBED token FIEM 8192 24F 16384,
VLLM btok: &Mt 2605—2586 tok/s (—0.7%), TTFT P99 839—886 ms (+5.7%), FMINEEEK. EHMERSTCEA, %
HIEREEINEB WS, SGLang chunked_prefill: &M 25152380 tok/s (-5.4%), TTFT P99 801—1250 ms (+56%).
ncu £ GEMM FIZEZE Mem >> Comp, 1Z¥IHE #BRRM, TEILEENENT.

I\, BfZ05 BiE B

Wizl Y . EH—MEMNEL. B --capture-range=cudaProfilerApi 4@ IFARSZIKEREBT XK —X nsys
H kernelSCE. A ncu [FETILA kernel KA Section. IHUKR RHIRG—HE ENixEmistnFl B4R kernel 8915
o R nsys A ncu, MREEREE kernel #EBE, RAEEATAIE,

Bi& BEBINAEM, siEmaaiRE, EEEE kernel AM:

1. BE|ZE: BR—EXESHX SGLang X—X, BCE --enable-layerwise-nvtx-marker #
profile by stage , LtbERMN5|EER—IRE! LY attention kernel 3 ERER, FFH— R AMEEERRIFHIXTLLIR
Ho

2. BRTHa: A NVTIXX(E ( --nvtx --nvtx-include ) 1BRERHIFIRM—F, TEAXTLEARE attention backend B9
SpeedOfLight, F=H—1f7 backend iE& ki,
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h. ELiHESE (@idEiR)

XEREREEEIAEERHT: EHRSMIUGERETOFR, Nsight Systems (nsys, BHEIETHR) REIZEWH kernel R
IT#EEtERm, Nsight Compute (ncu, £ kernel it#4288) AERIZFERMTAIE; HEAESHZAISTHIAB—MEERRKY
R, REEMAZICHHENERERAXG, FHKEB projects/pr2/reports/nsys_vilm.md 5
projects/pr2/reports/nsys_sglang.md o % CUDA Graph (3B—& kernel 22 FH—KE. ZEF—XEIK) B A/B EII
B=, FHAELmEN—L,

IHRIE
ARig 25 aX
nsys Nsight Systems B—KE kernel E2LERYZISHF4:ETEIRVATIEIZ,, FRE(UHHE=EA kernel
ncu Nsight Compute TR kernel, IRENEMEHITEEE, AREEZEERTAE
CUDA CUDA Graph $B—ER kernel IBRX R —KE], ZfF—/R cudaGraphLaunch EEIK[E|HK
Graph
launch kernel launch CPU $#8—1 kernel 3245 GPU BYAR—R1E3L, RRRE/LHF), 1B decode BT EXR
JLER
ITL Inter-Token Latency AR ML token ZEFET ZA, MAMIERBURAIF 2L
TPOT Time Per Output T8 it token TEE A, 137 decode RIBHIRF
Token
eager eager mode AFF CUDA Graph, &1 kernel 8Jd launch; BB/ eager.json ZIAOR, &
L
S 1| ZwEMO=F
X—FHEFHA: VLLMV1 EEHFREMNRS, MRIFIE nsys NBI—EHFIIER, BotiikiE. HBRE. FAMBS

decode ZEHR—RE, FEIR Time(%) MSBFEITHHMTIRE. FAABIELNE: ARBESEO. WEHEW/L L. &
=T ) A

e BRSZURNN --profiler-config '{"profiler":"cuda"}' , iItNWBAEBTOEHBEI cudaProfilerStart/Stop ; HF
WREMAD --profile itk WEIRERZEL. TTFT P99, TPOT (Time Per Output Token, Y&t token §%
BY) ; ncu RIFHHTEERT/LE FEAPED Section, FHETRLEEIE: Bin kernel WEIREIREATUAS ME, BinZlimEtiEst.
TTFT P99 L LB 10%, MRRBSALIIA B

B EERH
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2 {E S 5 B SEIM~ %R

projects/pr2/reports AGHIEEEID FIIE (FSCEIS) BR—ER EAF, B TTFT P99 1k <10%
/nsys_v1llm.md

projects/pr2/bench/c  HIREIZASCE load / change / adopt A% in1024/out128. prompts=256.
losed_loop_summary. j conc=32; B2¥HIZ btok 8192—16384;

son adopt=false

projects/pr2/bench/e  vLLM bench (8 num_prompts / prompts=32. conc=8, 4a/kf#, FLAIM
ager.json Fe—RIEK T EL) max_concurrency / B&

output_throughput

T —0O17F 7 in1024 / out128. prompts=256. conc=32. rate=inf; BX{—4%RE) --max-num-batched-tokens o
eager.json BRA—RFA --enforce-eager % CUDA Graph BIF=%), fa#iE/)\, CUDA Graph BIFttbBR4ATE =,

At AT —F: ORMANETSLZICZE, FRER—FAEFFAIA CUDA Graph, HARFRIFESHNEL; SNEE
2604 #2586 X+ £ 5,

S22 | B conc=32 THISIENEZRTEEFHR

X—FEF4: ZVEEFEL, FEEMBESY. IRELRFELIEEEEM—MHER LR, FER token TR
BRER, MEEXDRELAEERE, ERFEMHIHRT W,

hfE: FARKIAERTE (CUDA Graph FF%&. btok=8192) HMIEICOZEM, 8 JSON &,

L FEERXS
B&1E 257 B35 FEIWA~2K
projects/pr2/bench/ba  VLLM bench output_throughput / 2604.7 tok/s. TTFT P99 838.9 ms.
seline.json p99_ttft_ms / mean_tpot_ms / TPOT mean 8.77 ms. ITLP99114.0 ms
p99_it1l ms

projects/pr2/bench/sg  SGLang@H  RLEOENFER 2515.2 tok/s. TTFT P99 801.2 ms.
1_baseline.json & bench TPOT mean 9.28 ms. ITLP9921.4 ms
projects/pr2/bench/cl  HFHIZCE baseline.* L vLLM MR —iKkER, &M
osed_loop_summary.jso SR

n

projects/pr2/reports/ ~ABRIREE HIiHEXERIELS 5 JSON #7FHMm&E AN
nsys_vllm.md 12

IR VLLM ZRIARRTR 2604.7 tok/s, SGLang [E%& 2515.2 tok/s, MIBEL 3.4%, RiFAREEIZHH FZE—MEFY
R (FE3IM ncuiEAREEF®HR, F GEMM B Compute 28 11.7%) , FEERLLEFREER, Rh—R4EKAEH
(prompts=32 / conc=8 / in512) BIFRIEELL, MEIHTEERL,

N AR T —F: BEBRZRETFHR, F—FRNRIEE K token B FAELLIEIRA S, MEIA GPU B a2 EE/TiE
B F. BB kernel ZIRFEHERZRFH 5o
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S8 3 | Blif: MBARHEFFR, FREY token FIHFE

X—FEFMHA: nsys AHEE kernel EiHiERRS, ncu AHERMTAIE

20 /N

attention. ZARIZZH CUDA Graph. E2i1ZIAZAESH,

B L, RAMEIZFZER

ShfE: MEHRZIREXRESOX nsys ( --cuda-graph-trace=node , HNEELK CUDA Graph £ a4 ERE—%), |H
cuda_gpu_kern_sum ; BEXHETHERI LR ncu K SpeedOfLight F A Section, SGLang FiAEFM—iE,

FH PRI

SR
projects/pr2/profile/v
1lm_baseline.nsys-rep
- St
projects/pr2/profile/k
ern_baseline_cuda_gpu_k

ern_sum.csv

K&
projects/pr2/profile/s
glang_baseline.nsys-
rep = S
projects/pr2/profile/k
ern_sglang_cuda_gpu_ker

n_sum.csv

K& ncu_baseline.ncu-
rep = S
projects/pr2/profile/n
cu_baseline.csv ; A

FIE ncu_top.txt

F£ ncu_sglang.ncu-
rep = S
projects/pr2/profile/n
cu_sglang.csv ; A&
% ncu_sglang_top.txt

projects/pr2/reports/n
sys_vllm.md /

nsys_sglang.md

i 25T

nsys stats --report
cuda_gpu_kern_sum

( nsys_stats. log
BHXRER; BRER
S csv)

ncu ( --launch-skip
2500 --launch-count

24 )

ncu FARF

ABGHIREER

a5

Time (%) + Name +

Instances

Time (%) + Name +

Instances

Kernel Name +
Metric Name = Memory
Throughput / Compute
(SM) Throughput +

Metric Value

[L

nsys kernel;-CL25 ncu
MR FRAT

1IN

% 11721.2% nvjet_tst_192x16_* (Inst

3444, decode & GEMM); % 31711.1%
nvjet_tst_192x192_* (Inst{X 56, X

tile / prefill-like) ; % 617 5.0%
FlashAttnFwdsmoe (Inst 3976)

(Inst532) ;

55217 7.6% FlashAttnFwdsmoo (Inst

2268); % 3174.9% nvjet_192x128
(Inst 280, K tile)

% 1978.1% nvjet_192x8

=+ GEMM nvjet_192x32 : Mem 85.8% /
Comp 11.7%; FA3: Mem 55.7% /
Comp 16.1%

* GEMM Mem 86.2% [ Comp 11.8%;
FA3 Mem 56.2% [ Comp 33.0% ({12
Mem Ei& Comp)

18 csv mIJLITHRBAER, BEREEBK Name
FRELAE (U

KERE kernel B, BNX—FNAR—BLEPHANFF. UE—B nvjet_tst_192x16_64x8_4ax1_v_bz_TNT Ffl:
nvjet i& CUBLASLt7E Hopper £HY GEMM Ij&, KIREEH 192x16 BXA kernel —RAGEBRVIIEIRASR (tile),
nvjet W BRMNEE AT, EE/VEHRFERZZEME, REE—MHRFMB: SR kernel —/R BRI IR
W, WNEENIIB—IME M 5[, tBFE token THI—4, decode P ERIFERRE 117, BEMESHIREITRIL
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+47, FRLUETE 192x16 XE—IBA—I/HIR tile £; prefill —x#R_ET4T7, FRALUETE 192x192 . 256x160 XN
AR tile £ AEFIBSI—3: Rtile M Instances & 3444, 7 tile RH 56,

{BEFRE tile BIFE A BT batch 3%, M S tile RTBEMAA, batch 1. 2. 8 RAJEEEREEIR—14, 192x16
B 16 BX—HEHHRE, FR"X—FET 16 £". KEH nsys BOLRRE 2 FiFRK, BHFEHIL 102x16 - tile FEKE
BEAXRXPREH. X9 decode 5 prefill, IRARHEGKHE, 1B tile FZARF Instances (BohA#N) GERE: B
tile Bx#ik % 2 decode, 75 tile BIREIR /D2 prefill,

B F—BOEE Inst tIhZHRE tile, A Inst BV, BRXEKNK tile, HEAXNEORBEZT prefill 5 decode
M I{E (Instances + 28 & AIRHE 2 % prefill i1 123 & decode), **FEX—FTHMREBTORE 2 FXiFK, BN
Time% HHTREERRH K 32 MENGRE, BARELUERMmEEREH#H TR—MAED, **ncu #H—FHREMMAER: FH
& Memory Throughput /\+%. Compute +" "= LT, FAREZEEIHFEZMR. SGLang AB1ARYE] HEL#AEARE tile 1F
B, ZBBE— kernel £%20%+, RILEA kernel ERBIEHIEEHRE o

At AT —F . TREFELRRTFIHEFHFE, TP REZER—INER attention kernel, HWAZIE --enforce-

eager ERIAIMEMNNER FRTBE =ZEEMUB launch FiH) . ZRME: HETHAT, BNEAELRBHEEN—IME
FRL93R

SR]4 | Reg—&: WEEIENLRE btok EifE

X—FETFH4: H100 serve RINEFNMEE LIRS max_num_seqs (—FRZJLEIER)
max_num_batched_tokens (—# &% /11" token, f&#F btok), conc=32BY seqs BAIA 1024, AFH%E, BEIS seqs R
KW —F BELPRAMBIE I, —FFE 8192 token, MEE prompt 2 1024 token, XBESE btok [REZH4: TR
NE—MRELEMBIERINERRZ %L token, RERFIERNIRA/N, 1024 /NF 8192, FRLAE S prompt —HFiEE
fi5e. FEWBR; 8192 XNMNBEMETE N "—F®REH 8 % prefill's 32 KiBEKREBH 4 MNP A B2 prefill 52, WEX
MYREEHIRBER btoko

5 16384 ZELUHZ"—FREH 16 ", FB"SRTEKX", XTMXINERRET THENERZEARRE.
affE: RIBVLLM B - -max-num-batched-tokens M 8192 4| 16384, EMer<EFHR. SGLang FiARE - -chunked-
prefill-size M 8192 E4%l 16384 (E5 vLLM Y btok fEBRMILEBIEXAZEM: vLLM BIFIE & IETE decode BY token,

SGLang (IRLYER prefill 338 ; conc=32 BIEF A ABK) . BIIERHABREME: BMKED token FIF, RETREILELZRT
IERRENEREFZ AL,

B EER
BBz i 351 ) a5 EEIL e 4
projects/pr2/bench/engine_cfg  ARSSEDN ENsTEtiNg 16384, IEBAGHEMER T
_serve_tuned.txt / & max_num_batched_tokens
sgl_serve_tuned. log / chunked_prefill_size

projects/pr2/reports/nsys_vll  AGBJiE HH A btok TIAE seqs  2AIA seqs=1024. btok=8192; conc=32 B¢
m.md HEIL AR—ES seqs ALK

B B h FRE nsys: X—H WS FERH

i8¢k, IFRERBIEEM T—F M bench
JSON
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¥ BIIAERXZ chunked prefill is enabled with max_num_batched_tokens=8192 , #MSEZERK 16384, SGLang

E&HER chunked_prefill _size=8192, max_running_requests=4096 , conc=32 BY running-requests it~ 2Lk,

R AREHT—F: MEIELZIRSEEL, MERS T4 T—FPAHAR—FKENGSEN, HF—THME AR ES
token FEX—4 4B,
S5 | EM: WmiOREhEBFRLIL

X—FETFHA: BZEHHEEER-BXeEENEN, EFLRZFICHHEIREBIRE. ITL (Inter-Token Latency, #H
PF ML token BYIEIRR) P99 M 114 B&EI 62, A5 TTFT#E/K; SGLang MIMIE 2128, 5 vLLM X8R, FiABRER
HARLFE—THE, HEARRHIERRUSIZEFANEIR, RTERICEICHF RS RER AT, BAREMAE ITL it
AR, BRRE, EOFEEE 3 S REXMABRARE, UAE ITLHFRAES P99.9 MARZE P99%

fhfE: VLLM /SGLang &i8—% tuned, FIEZLZEFEAERMo

TEFEERX S
Bz 357 ) =118 S EIRN 2R

projects/pr2/bench/tuned. vLLM output_throughput / 2585.8 tok/s. TTFT P99 886.3 ms

json bench p99_ttft_ms

projects/pr2/bench/sgl_tu  SGLang Eill= 2380.2 tok/s. TTFT P99 1249.8 ms
ned.json bench

projects/pr2/bench/closed  HAIFHZs tuned_btok_16384.*% / &Mt -0.7%. TTFT P99 +5.7%. adopt=false
_loop_summary.json e delta_pct / adopt

projects/pr2/reports/nsys  AGRIIE I Xt RV E 5 VLLM -0.7% / +5.7%; SGLang-5.4% / +56%

_vllm.md / nsys_sglang.md #HEIRL

— — — REXE nsys/ncu: ENENZHEIH JSON;
MBI 3 B9 Mem > Comp, FiAEIRA

3FER: VvLLM 2605—2586 tok/s (-0.7%), TTFT P99 839—886 ms (+5.7%), %, ERETEN, HIEERELREA, X
#E. SGLang2515—2380 (-5.4%), TTFT P99801—1250 (+56%), Z1LEAME, F&EIHIE MIBEBFRM., SGLang &)
BEF%: —SBEPHE L EXTEND (SGLang 37 prefill / chunked-prefill WM ERR) BEiFFESERAIES K. ncu F GEMM
FIBEZ Mem > Comp, FiREIRRER: EAZRTFEFHR, BIMATMERRIL—FPBEHHEZL prefill BFTK,
decode BY[EIBR#HIFT -

N ARG BHEH. BEEE, FIIERZESHE, TIE—ES /start_profile + profile_by_stage &%
DECODE / EXTEND # {4 trace B9AF—#, AIMBAILIEE, 22 CUDA Graph B9 launch FFEEXtEL B 48T E =,

—iE: BRHRSIEEFRETOX nsys, ncu BIAFILE GEMM ¥97i5F2R (Mem ~86% / Comp ~12%) ; conc=32 &
IERYLIRZ2E Y token FiE (VLLM btok / SGLang chunked_prefill) , ZZ 16384 &M KRIEF (VLLM MI7EIRERA,
SGLang I ~P& 5.4%) . BEEE, EHIESRXKRAE, CUDA Graph BIFTLLEBL4IME =,
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+. HIEER
ns

PG --profile IR 404

BRSZUHAC T profiler:
"cuda" BfET

torch_profiler_dir

torch_profiler_dir &A%t

R1Z, trace 3R F|
’Y
VLLM_TORCH_PROFILER_DIR

TR M

nsys IREERE—% CUDA

Graph B¥a]4k

nsys BY a4k Li&%E SM active
/ DRAM 17

nsys HMAE L2 TEEEIE

ncu 3R ERR_NVGPUCTRPERM

ncu — kernel #33& X3

ncu BahfEKE Tt

ncu X&) 0 1 kernel

ncu k& E CUDA Graph #Y
kernel 2F R —%

--show BRVIETF—1THRZIT
fid b

SGLang By /metrics R[]
404

+—. midRER

R

RS H& T --profiler-config , PR PDIRE

REH

RIEGREERIF profiler == "torch" BILH
B

"RiREE, [RBoHEENTERR
abspath

v0.26.0 B9 envs.py EETUT =

BTHIA - -cuda-graph-trace=graph

--gpu-metrics-devices ZHIAZE none

perf_event_paranoid KT

TR RAR T

AIARIRIRHIZ

& kernel 5338, IETERERS BEIMERRY
F—1 kernel; ZEIENITEREHEM
kernel, —EHEZ

--kernel-name HYIEM5SERR kernel &ARIT
fig

FANIREEE H—> workload

--page details FIERRAFR,
5 __query-metrics FANZMEINE, HWEAR
B

--page raw

--enable-metrics ZAiA False

i

BEEtinL; HBPHXFEEETHEXZEAR

Zik—

B fE "s$cH25_ROOT/profile”

IR --profiler-config

#EE node

Al cuda-visible Ef all

W0.5%, FEXAERE, REBIRRK

W 0.5%, #iFE (R610+) ZUAH
capabilities 2%

Al --target-processes all

Al --kernel-name regex: t+ --launch-
skip + --launch-count ; IENM nsys:iC
BE—5IE

@ cuda_gpu_kern_sum.csv SB—FIFPESE
BF, KELMERLER nvjet 5
FlashAttnFwd

BN --graph-profiling node

%E CSVEY Metric Name %), ¥EERBZR
EF&

Mtz flag EF

TENSEEEZEHFESENLNE, XLEHIEE HI00 LBHEKR, i+, RAHLRE; BKREH, WA -BEAHOEZ
MER LR, L. MEEACHEER, N2EXRT “EX=IHETHEHZE .

FORERE  TAZSASAEA

www.guanglanyuegian.com

%542/66T1



Q1 | nsys #l ncu BEHAR? HARHZAHA?

ZTED PADEENELTAMTHB LR, XRX—ITHN T

SZEE nsys @EYEILR, X kernel +ARMREEMR LT ZX, 1L CPU MR AP ABMLRERS, BFEZE=Xq
. CPU 5 GPU IERFXR. B kernel RitiENRE. GPU BEFHETN. ncu B2 kernel BB HHITEERE, BIE
“X—1 kernel RHAI8”: SMEM., E7FEM. Occupancy. warp EEMHARRE L, IRFSHES nsys fGncu: ncu B
1 kernel EMZRAR 2 1THELEE, FRIREXMN B MRS K—IB, SA5cA nsys BIHHEAR, BA --kernel-name fil --
launch-skip / --launch-count f&HEIBIL.

Q2 | nsys BEAM—1EHRIRHAHIERSS?

ZE BREEMNMEE LIRS, 2N demo AR A B R RES ORI,

SEEFL TRLERE, IRESAFIARAA, node &H CUDA Graph BERFHIBA, BIKEREETD. EFREER

%:

1. --capture-range=cudaProfilerApi ECERM MBI cudaProfilerStart/Stop o VLLM flIZ2ARSZIKES --profiler-

config '{"profiler":"cuda"}' . FFIHEMEIN --profile Hf&2§;, SGLang fll@ POST /start_profile o
2. nsys launch ¥CHFZFH nsys start/stop --session 1THll, &R --delay / --duration ¥ZEEIXI,
&E nsys attach ETFHT, FeEX—MEERMBEIETT PID EEMMN. BIMM decode #4700 --cuda-graph-
trace=node , %5k CUDA Graph 7ERY[ElZ% ER @ —%%.
Q3 | Occupancy {EfRi—EZIEI=EG?
ZE . 2= Occupancy HtiE#IFHI D%, XE GPU HEEN T ERE IWEIRME,

BEEE. A—7E. Occupancy BE2ME2E SM LB warp B85BH LIRZEL, THERAREEIER: warp HE2E%
BY, — warp FiHEFERA IR warp. FrA R BEERZ RIS Tiem Occupancy A B W&, SR—1 kernel B
ZRFNEFEHRIEERN 80%, BERIHEZR, BZ warp BREZHEKHPA; MNRE SMEHELZRSE, BESEHZR,
Occupancy [RRMAIEERZIEN: BNMEEZHATERMELNIGE, BRELINRAFE. HMIRFRZE: £E
SpeedOfLight B SM M1EEMMNEHIES, MEZRAER, BRTE Occupancy XMIEREEN . L& Occupancy 1§
FHEMRSEIL,

Q4 | fREARIERT —2Z2RERT XMEICRERN?

2o LISt REMNT 2T,

BEEL. =&,

1. —RAB—TE, ENGSS5ELZFHERE, 81F seed. HA. MANRBEKE. --ignore-eos,

2. iR FEIEARFREOIEIR A ARSI . REFWLK T AR, EERLIEA ncu HIABE kernel B BirtstrERVEATIERS R

o7 ; MEBENALIRBET S ERRA,

3. FIEINIMETAEEICHERE. RECEEE=3I1%, RXEFRIRES, MEEEERTRIESE,
Fo£AEEHIEME: B btok MR T EE, vLLM M -0.7% ZEEEE, FRrUBREATREEER &8 Wiz Uk
#wm, FEER “TET, AREFRBEXMNIR, HMERRERFREICTLESZ. KEEEHE profiling S8 EH:
FE& node FELBERRTBILE I M BERBEF AT profiler BIEMEE LY, MAZBAIBLLEABTE N,
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Q5 | (PABHRR) FHEA ncu 3B— kernel fRILIRT 30%, iRFliHEIIFEE, BFREMET?
ZEL 2ARETRNE, MARKEE—BEX kernel EEEAE 5%/, BEIIET “kernel 1R 30% FAIZIFEIHIR", X
MEHRA S NI,
SEZEE KRN, 22X kernel WEEER/N FEIF nsys B kerneC2—REE: MRER & GPU EITEEIRY
10%, 1R 30% ExZ% 3K 3% B GPU B8] FB&; MUNR GPU = LbARS RE 50%, X 3% E=T BT EHREASE, inElim
ERHTUELIER, ZMEBAHABME nsys EBAIE ncu Fih: MAXREZRRITSLLIE, RERREMAIME, FTRIZ
==

1. A kernel RIT SLEEEIRZ /D,

2. HGPU &=Lk, S=LHERIAEARIIRRREEMRED kernel £, METESK launch FEE L,

3. EX kernel EEEXREEFE L, WHEHTREARERESIEN kernel, BIREUAEMiGEIR,

IMBE= &M CUDA Graph ##3Z#FIH =1 Decode MiEYE=

EZMBBRZEERER: CUDA Graph ZF7ZA? EANEREW—EHH, ANEZK?

MBS BEME CPU MR kernel B9FFEE, GPU MIBNITE—=&T, EAMBERNAHE L A 64, Hith 256, F
% 16, decode §EF), EIABKZEIEIT --enforce-eager HIHFMRE 1.91X, TPOT 2 0.52X ; X torch.compile 5
CUDA Graph flii&it, Ef --enforce-eager RILMEB—LXIE, AEREHIAXENE=H. KN ZEB5HET 3 ¥4
k. 0.01GiB 277, #MImNFENMNMGIT, WRMRETSETN: ERITE R 1024 MANRAE, prefill EDEEBERS
MR, Wb HISBAENTFXNM LG

FERE/)\ Runtime 7EM944 batch 2% 1.16 X ~1.18 X, & T4 tA(E)kE batch M 950.9 us 7% 1289.1us, B4
eager BILLBIIALRIZTE 13%~16%, KB HIEHSIBH “LbBIRE batch TR FFE”, RERBX MIEER R kernel 2453k
FEBK, launch FHE—FEMARESI, — 1 5FRFHLNER, BEARBEAMTATH, MARKEE,

IRSEREHE -
1. CUDA Graph EMIEM—EFH, NHTARE decode EXEHIX;
2. HRREWMEREAR, BREZMTARE;
3. BRRTMBEAR, BMEFATATRE T IKEFURKEE;
4, —RFFXER A/B Bl TEERGERNE T4, URELBERIZIHRE,

—. BiR53 1Y

FOIRIER 5|2 E CUDA Graph BUA SRR EATIME, BE—EMX Runtime BIEXENFIET LR, EHTHEX
eager IEUTE decode £BY kernel launch T A SR, FENBRN (BF. BohEYiE. padding RE) EER.

Y =H%:
1. capture sizes.py : ZS|ZFEREENMBEARNEETHIARTR, KLHENE. padding RBESEEFEME;

2. mini_graph_runtime.py : &/\EIIETTHIHEIR/EIR Runtime, &— M ESIRAIBIRKMAVFFX;
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3. 3|l --enforce-eager A/BHIHZEIHENIZR.
WEH2EER (OEREA—K, XMABHEETTR)
1. BEEARARIB RIS HRER. AMESBHE;
2. HRARTREEHERT KN, E5BmAEXL;
3. F¥5 Runtime BEMERIR SN, HeeEahhtk —IHRKRK;
4. 5|ZM A/B BRIOZEMMAAREiRE, BlamSKNRNERSLNE B,

—. CUDA Graph ZIRE& 4
=AEHARIERR.

EHEIE CPU MIBRZFH, A= GPU MEYItE. EEHITH, 84— kernel, CPUBMEE—RETEIEIRE:
Python MIBYEIF SREAA. PyTorch WEFH%. BEFEHACEE. S8HITE. WahAA. 12XEM. CUDA Graph {#E—% &
BREIERA—KE, ZfE—R cudaGraphLaunch RAIBEEKEIL GPU, EiENEXHELERETR, FEE THRRZIR
B : WapfllsER launch BEELHFLE 1.5 us, METNEFE TR 1 ms, FERBE _LEW Python 553 % F .

RN EEEN—IEMBABEE. KERHLE, A2K. EHRBREERREHEREATTE - RAEIERZ A Kt
LEURIEFY, FRIRZERICHIREEN .

decode tRIFHRBXNEMH, prefill iR, decode EF IR ARE batch K/NE (BFHKEMZ LA KV Cache BI53 TIHL
HIRULTE attention kernel 9EB) , ATLUZ batch RTFARHIAETIKE; prefill WIMAKETZAL, BWRREITNE, FR
LISIEEREE (FULL) ##IXRA$3 decode; prefill 5:RE#TE vLLM BESER (PIECEWISE) 3%, RIDRKEENEF
BRRi#E, ME—F/PE “FYENX launch RIERAMMEHFD GPU Bta)” BTN, MEX—FEEHMNERIE.

=. RIEEI;M: vLLM v0.26.0
=X TTEE SRR

BERXENXTE viim/config/compilation.py B9 CUDAGraphMode %, ANEUENREXIERE:

=X aX
NONE FBIR{EIE
PIECEWISE RESERE, IBNEFRREINEF (FER attention) BIEES eager 11T
FULL PR batch #BIAEE, XH4EHE  “not supported by many backends”

FULL_DECODE_ONL R 3¥ uniform decode batch #%El, E& prefill-decode #t~E CUDA Graph, && P/D S EEH
Y decode 37l, HETF

FULL_AND_PIECEW decode EEE. prefill SREHEDEE, XHEEBFREX “Thisis the most performant mode for most
ISE models and is the default”

BIANEFN, X—FARAETENLRMNARE: FEEFTH CUDA Graph X1 Eh{E, A/B ReREM: ELZHEMN, LR
¢HF --enforce-eager B --compilation-config '{"cudagraph_mode": "NONE"}' XkiZ, --enforce-eager BIEHEE
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B 4s:2 "Whether to always use eager-mode PyTorch. If True, we will disable CUDA graph and always execute the

model in eager mode.", ERIA False o

WHERSTREEEX N XEE, max_cudagraph_capture_size BINIHERLE T B A

[1, 2, 4] + list(range(8, 256, 8)) + list(range(256, max_cudagraph_capture_size + 1, 16))

FE8"If not specified, max_cudagraph_capture_size is set to min(max_num_seqs*2, 512) by default", ZEHEBERE
max_num_seqs 1R/\BY OOM, LDINEEGiEIAKE 512 LI LN KEFEBIBTEIER, HXFEREE
cudagraph_capture_sizes (EXIA None , EXIEENIUIEEMEIE). cudagraph_num of warmups CGEIBERIA o, {BXK
22l eager BY5 | ZXTEREMERIEENK 1, FAUEIHEEEFIMRE 1) cudagraph_copy_inputs (RAIA False , HX
#4EER “only effective when cudagraph_mode is PIECEWISE”) o

HIRPITE vim/vi/worker/gpu_model_runner.py BY capture_model() : BIE self._freeze_gc() #
graph_capture(device=...) AP ETXEEHFAERHHERN batch #BATHZE MR, SREIETRIGUTRERFRZE, 1

XEZBRE:

Graph capturing finished in %.0f secs, took %.2f GiB

XEATMEFMBENTRNERASITF . BRENHT RS2 B0 E, HREFEMNTEEERNE, A— I XHEXEE
profile_cudagraph_memory() , ECEAEAIAN True HYIFIELE VLLM _MEMORY_PROFILER ESTIMATE_CUDAGRAPHS
(vliim/envs.py , % "enable CUDA graph memory estimation during memory profiling. This profiles CUDA graph

memory usage to provide more accurate KV cache memory allocation"), 2t 2#, BLHHEEFEES KV Cache iR/Nz
HIFLRTRE T, FEEEH S

H3EE7E vilm/compilation/cuda_graph.py : CUDAGraphwrapper B{¥— runnable, FE—XBEIE batch #EIRRTHL
IR — cubAGraphentry (EBE7EE torch.cuda.CUDAGraph MR), ZERFMNEATEIZLIR. XXMEEE—H

XEER: wrapper ZBARERFA buffer, B RIBIETIAAE#E, XEHBVARIMBFRIE. XIERT—F &K Runtime
BE5 buffer BRER 0 B,

., EIMEIM: SGLang v0.5.16 BB LELIRT

XERETERDZHEBI—: M EJLFFRE SGLang HIEEH --disable-cuda-graph #1 --cuda-graph-max-bs , 1E
0.5.16 EEB422 Deprecated 2%k, ©1NEERDN ( server_args.py B2 57FM A DeprecatedStoreTrueAction 5
DeprecatedAliasStoreAction ), BSITELEH BRI TROMSE, MENGHLSAEBRIER, BERXEHMAREHE(]
B MIER.

kIEZ python/sglang/srt/server_args.py o 0.5.16 38 CUDA Graph E2E 24 7 #PiER (prefill/ decode) SHHI—A

FE;:
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nrsH A (EXBIRESEAY help &)

--cuda-graph-config I JSON, 280 '{"decode":{"backend":"full", "max_bs":256}, "prefill":
{"backend":"tc_piecewise"}}' o help BBEE "JSON wins over the per-phase --cuda-
graph-* convenience flags and over legacy flags"

--cuda-graph-backend- BY{E full / breakable / tc_piecewise / disabled , HF full R decode B
decode / --cuda-graph-
backend-prefill

--cuda-graph-max-bs- “Maximum batch size captured for the ... cuda graph.” ZAiA None
decode / --cuda-graph-

max-bs-prefill

--cuda-graph-bs-decode / “Explicit list of batch sizes to capture”

--cuda-graph-bs-prefill

--disable-decode-cuda- help JEXX “Convenience for --cuda-graph-backend-decode=disabled”
graph / --disable-
prefill-cuda-graph

--enable-profile-cuda- “Enable profiling of cuda graph capture.”
graph
- -debug-cuda-graph FA breakable El#f A graph break, it&MNEFIE eager (BIREBHHK/EINEREZE, T TRARE
{IIRRY

disable_cuda_graph X PFPEETE 0.5.16 BWARAL T Arg(no_cli=True) , F"BHFEBEMENGSITSE; B --
disable-cuda-graph X217 flag £ add_cli_args B FAR A Deprecated BHfE ( new_flag="--cuda-graph-
backend- {decode, prefill}=disabled" ), {8EIR%!, --cuda-graph-max-bs [E¥E, ¥ --cuda-graph-max-bs-
decode HY Deprecated 7%, FEMHIEES flag #BIPREMEISE, FRENEDE.

ERESNBNILXFERSIEE: 5IZNSHBIMRAN, MXEHMBENERZEHGE. FIET—1 flag EIRBER
WR7As_ERIREAREE, W—RFRNEREER tag BUREG, SEHE—RX --help M—T:

source "$CH25_ROOT/.venv-sglang/bin/activate"
python -m sglang.launch_server --help 2>&1 | grep -i "cuda-graph"

XL LB R S, LRSS ER .

h. EEHRARTSENZE

¥ $CH25_ROOT/graph/capture_sizes.py :
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" yLLM v0.26.0 SERSEMMEARXEE CUDA Graph HRRTER, H4AH padding RES BIERAS, AR,
A4 vilm/config/compilation.py A max_cudagraph_capture_size HIXH4ER:
[1, 2, 4] + list(range(8, 256, 8)) + list(range(256, max_cudagraph_capture_size + 1, 16))
XA max_cudagraph_capture_size = min(max_num_seqs * 2, 512)
F%: python capture_sizes.py --max-num-seqs 128 [--capture-gib 1.83]
[--eager-us 12800 --graph-us 9600]

import argparse

def ladder(max_size):
sizes = [1, 2, 4] + list(range(8, 256, 8)) + list(range(256, max_size + 1, 16))

return [s for s in sizes if s <= max_size]

def pad_stats(sizes, upper):
"""patch size £ 1..upper EOHHEY, #EEEEBIRIHERRTHERNTRELSE, """
tot_real = tot_pad = 0
miss = 0
for b in range(1, upper + 1):
cand = [s for s in sizes if s >= b]
if not cand:
miss += 1
continue
tot_real += b
tot_pad += min(cand)
return tot_real, tot_pad, miss

def main():
ap = argparse.ArgumentParser()
ap.add_argument ("--max-num-seqs", type=int, default=128)
ap.add_argument("--max-capture-size", type=int, default=None,
help="FENIZFDEAIA min(max_num_seqs*2, 512)")
ap.add_argument("--capture-gib", type=float, default=None,
help="BzIAEE 'Graph capturing finished ... took X GiB' H§ X")

=

ap.add_argument ("--eager-us", type=float, default=None, help="3:ll eager % decode #EBf(us)")
ap.add_argument("--graph-us", type=float, default=None, help="3EMl graph #£#% decode #Bf(us)")

ap.add_argument ("--capture-secs", type=float, default=None, help="SZHFKFERS(s)")
a = ap.parse_args()

mx = a.max_capture_size or min(a.max_num_seqs * 2, 512)
sizes = ladder(mx)

print("=" * 70)
print(f"max_num_seqs={a.max_num_seqs} -> max_cudagraph_capture_size={mx}"

+ (" GREIZAIAT min(max_num_seqs*2, 512)) " if a.max_capture_size is None else " (FEpEE) "))

print(f"#IRRT MR = {len(sizes)} &/ {sizes[0]} &K {sizes[-1]}")
print(f"gf 12 4: {sizes[:12]}")

print(f"fz 8 1 : {sizes[-8:]1}")

print("-" * 70)
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real, pad, miss = pad_stats(sizes, min(mx, a.max_num_seqs))
print(f"batch size A&7 1..{min(mx, a.max_num_seqs)} B, M EEVEEEHEHRR~T: ")
print(f" SEfR token 1T#&It {real}, padding /& {pad}, F¥ZHE {(pad/real-1)*100:.1f}%")
if miss:

print(f" & {miss} 4 batch size BHEREAWHKRT, XLEFEREIEERRIR")
print(" %BE: XRZIE batch #MEEERE, 78 attention AERREFFIKETHMHIMKDS, ")

if a.capture_gib is not None:
print("-" * 70)
print (f"{#%XE7F {a.capture_gib:.2f} GiB / {len(sizes)} NMEHER "
f'= FYFNPRT {a.capture_gib * 1024 / len(sizes):.1f} MiB")
if a.capture_secs is not None:
print (f"##83%#E8Y {a.capture_secs:.0f} s = FHEFINRT "
f"{a.capture_secs * 1000 / len(sizes):.0f} ms (XZHit NBRSZSEEIESE]) ")

if a.eager_us is not None and a.graph_us is not None:
print("-" * 70)
save = a.eager_us - a.graph_us
print (f"SEMIg® decode: eager {a.eager_us:.2f} us -> graph {a.graph_us:.2f} us, "
frEP4 {save:.2f} us, MiFELL {a.eager_us / a.graph_us:.2f}x")
if save > 0:
print (f"4m 512 4 token HPEIEREITE {save * 512 / 1000:.1f} ms")
else:
print ("ERNEEER: EHIANBRENEN (BRMASE), BHIA batch SEERHRRTA. ")
else:
print("-" * 70)
print ("> it --eager-us / --graph-us: WEHHEIALLE, ")
print("kernel launch FFEHMSN, ReeAFRAENRN: THIEEEL. kernel ¥E. ")
print ("CPU FEif. IREIARAZW, MR—ENBMESFT— . ")

if __name__ == "__main__ ":

main()

U sl :

python capture_sizes.py --max-num-seqs 128
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max_num_seqs=128 -> max_cudagraph_capture_size=256 GERIEAIAZ( min(max_num_seqs*2, 512))
HWIRRT 1Mk = 35 &I 1  &\K 256

Bl 12 4: [1, 2, 4, 8, 16, 24, 32, 40, 48, 56, 64, 72]

[ 8 1 : [200, 208, 216, 224, 232, 240, 248, 256]

batch size ¥4 1..128 B, @ EEERIHEHERT:
S2fF token 17#&it 8256, padding f& 8683, FIYZLE 5.2%
WEA: XOZIE batch HRENEREE, 18 attention FEDHEFFTIKEZ AR,

KRt --eager-us / --graph-us: AT AL,
kernel launch FFEMAFASEN, FEEAZWENRN: EREEEES. kernel HE.
CPU EHA. RERAZ, BR—ENBHER—

BIBEXEEDEE, BRATigite. ROYTREAE, WmFEE: launch FHEIEREEE. kernel 8. CPU 3. IREhhR
LM, REER “FRE"T BN

X4 35 21NN EENE, BEESEECHEIHR: --max-num-seqs 128 BB 35 MEFRT (min(128*2, 512) = 256 ),
FULL_AND_PIECEWISE &R FEMNRTEHMI (PIECEWISE 5 FULL), 8—®EHBELEF. #EEHIE, max_num_seqs
% 256 HEA, EFRRIINE 512, R MEGKE 51,

FELMPRSS LR 51 F=2 35: FMhRASTE H100 L serve B max_num_seqs BXZE 1024, min(1024*2, 512) # 512 &

%, BEIHEE max_cudagraph_capture_size: 512 . cudagraph_capture_sizes IE4f51 PNrcZ. BiEARZS 0.26.0 AYR
FBBAER 128 ( config/scheduler.py BY DEFAULT_MAX NUM_SEQS ), HIHR AR 35, XTMHAEY, XHCWEBHAS
B

grep -o 'cudagraph_capture_sizes[A]]*]"' "$CH25_ROOT"/bench/serve_baseline. log

FBIRMABRT ML, XRIFAARHAR—1BZRBIEEIRE.

7% (@16 Runtime: BHRSEKRBITE—E

$7i#2 $CH25_ROOT/graph/mini_graph_runtime.py :
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ittt eager 5 graph FFMHITARER—ER decode itE _EMYETFERT,
F’%: python mini_graph_runtime.py --layers 28 --hidden 3584 --batch 16 --iters 200

import argparse

import torch
import torch.nn as nn

class DecodeBlock(nn.Module):
"nniE Qwen2.5-7B MAZIKEE—E decode ITEBYEZE: RMSNorm + QKV/0 #F + SwiGLU.
XERXRD kernel MWEBESHK, FTERMELRRHE—F, """

def __init_ (self, hidden, q_heads, kv_heads, head_dim, inter):
super().__init_ ()
self.w_q = nn.Linear (hidden, g_heads * head_dim, bias=True)
self.w_kv = nn.Linear(hidden, 2 * kv_heads * head_dim, bias=True)
self.w_o0 = nn.Linear(g_heads * head_dim, hidden, bias=False)
self.w_gate = nn.Linear(hidden, inter, bias=False)
self.w_up = nn.Linear(hidden, inter, bias=False)
self.w_down = nn.Linear(inter, hidden, bias=False)
self.gl = nn.Parameter(torch.ones(hidden))
self.g2 = nn.Parameter(torch.ones(hidden))

@staticmethod
def _rms(x, g):
return x * torch.rsqrt(x.float().pow(2).mean(-1, keepdim=True) + 1le-6).to(x.dtype) * ¢

def forward(self, x):
h = self._rms(x, self.gl)
g = self.w_q(h)
= self.w_kv(h) # uhfii: EXTIXEE KV Cache
X = x + self.w_o(q)
h = self._rms(x, self.g2)
return x + self.w_down(torch.nn.functional.silu(self.w_gate(h)) * self.w_up(h))

def timed(fn, iters, warmup=20):
for _ in range(warmup):
fn()
torch.cuda.synchronize()
s, e = torch.cuda.Event(enable_timing=True), torch.cuda.Event(enable_timing=True)
s.record()
for _ in range(iters):
fn()
e.record()
torch.cuda.synchronize()
return s.elapsed_time(e) * 1000.0 / iters # ms -> us/¥

def main():
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ap = argparse.ArgumentParser ()

ap.add_argument("--layers", type=int, default=28)

ap.add_argument("--hidden", type=int, default=3584)

ap.add_argument("--g-heads", type=int, default=28)

ap.add_argument("--kv-heads", type=int, default=4)

ap.add_argument("--inter", type=int, default=18944)

ap.add_argument("--batch", type=int, default=16)

ap.add_argument("--iters", type=int, default=200)

ap.add_argument("--break-capture", action="store_true",

a

help="EEHRXEM—AR cPU FAF, BRKRELAKK")

= ap.parse_args()

assert torch.cuda.is_available(), "ZMIZAZETE GPU #l28 "
torch.manual_seed(0)

head_dim = a.hidden // a.g_heads
dev, dt = "cuda", torch.bfloatl16

layers = nn.ModuleList([
DecodeBlock(a.hidden, a.q_heads, a.kv_heads, head_dim, a.inter).to(dev,

for _ in range(a.layers)]).eval()

def step(x):

x = blk(x)
return x
# ---- BSEARLE buffer: BEIKBTHIUEAAARE, FRUSEEE TR ----

static_in = torch.randn(a.batch, a.hidden, device=dev, dtype=dt)

for blk in layers:

with torch.no_grad():

nw o H#F H HF

eager_us = timed(lambda: step(static_in), a.iters)

---- FRIRENRLE ----
EABERBRERETIRAR L, FRRBEEEMNR, A7 ILFTRASENEFREH

HBREAVBIAEFM, BRI E o

= torch.cuda.Stream()

.wait_stream(torch.cuda.current_stream())

with torch.cuda.stream(s), torch.no_grad():

for _ in range(3):

static_out = step(static_in)

torch.cuda.current_stream().wait_stream(s)

#ooeoe FIR ----
g = torch.cuda.CUDAGraph()
try:

with torch.no_grad(), torch.cuda.graph(g):
static_out = step(static_in)
if a.break_capture:

# FIRXWELE CcPU-GPU FHF; .item() =IB GPU £5RHI[E cPU

print(float(static_out.sum().item()))

except RuntimeError as e:

FERERE

print ("#IREM: ", e)

print("XIEE CUDA Graph HRELYR: HHIRXATEERSL CPU. FEEBKIEIEN D=, "

"REEE TSR, £ --break-capture B, ")
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return

def replay():
g.replay()

graph_us = timed(replay, a.iters)

print("=" * 66)
print(f"E%{ {a.layers} hidden {a.hidden} batch {a.batch} dtype {dt}")
print(f"eager ¥ {eager_us:9.2f} us")

print(f"graph &3 {graph_us:9.2f} us")

print(f"&% % {eager_us - graph_us:.2f} us, NIZXLL {eager_us / graph_us:.2f}x")
print("-" * 66)

print ("EIRIRM—X cudaGraphLaunch; eager SFEE—BTENRRERZE, ")

print ("EEME launch AHH LRI, ©4 eager BILLHIFE batch WAL, ")

print ("BURFEAD kernel WHENEEZATF launch FF#H: kernel ZBILLBIRE batch T, ")
print("kernel BEREBKILHIEARRFT (AELNIOEEE 13%~16%). ")

# REGHIIE—HERN, SUNREEFRE:

# static_out EHRA—ZIFELBIEN static_in BE—IE,

# WRAHIEN, g.replay() EFEH, diff #HEE 0

print ("IiEimE—2 (E—HtFiEAN, BEREHRFE—IR static_out): ")

new_in = torch.randn_like(static_in)

with torch.no_grad():

ref = step(new_in) # eager MIHINMILER
static_in.copy_(new_in) # AR H IR AR SR L
g.replay() # [E/RE# static_out

torch.cuda.synchronize()
diff = (static_out.float() - ref.float()).abs().max().item()
print(f" max|graph - eager| = {diff:.3e}")

if __name__ == "__main__ ":

main()

export CUDA_VISIBLE_DEVICES=0

cd "$CH25_R0OOT/graph"

for b in 1 4 16 64; do python mini_graph_runtime.py --batch $b --iters 200; done
python mini_graph_runtime.py --batch 16 --break-capture

S5 (H100, torch2.9.1+cul28, MIZ7E projects/pr3/graph/mini_graph_runtime.py ): PURSEERE

projects/pr3/graph/capture_scan.txt , --break-capture IZFNHATEIERXE .item() RFEM.

WRRAMEIER (32)
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batch eager 3% (us) graph 3% (us) ®¥&E (us) MNELL ETEPS & eager BIELHI

1 7019.3 6068.4 9509 1.16X 13.5%
4 7371.3 6240.4 11309 1.18X 15.3%
16 7993.0 6786.2 1206.8 1.18X 15.1%
64 8281.3 6992.2 1289.1 1.18X 15.6%

--break-capture E3JRIE. CUDA error: operation failed due to a previous error during capture

( cudaErrorstreamCaptureInvalidated )o HIRXMA .item() 3B GPU ZRHI[E CPU, #HIRIIEIL,

RIREXTEEBETH4A. IBESSE THBEIEZUE kernel launch FFEER AN 28 BIRE—FH KL% 280 F 560
1 kernel, 950 us BFTFRERE 1.7 5 3.4 us, MIXENM cudaLaunchkernel AS@HEELHFHFLE 1.5 us E4k, HHS GPU
HITES, XTMEENTAREESR CPU MIFRRZERIZ: Python fE&IF. PyTorch MEFHA. BEFEHECE. BEBREIRITIKENE
SR, CUDA Graph iBX—ELRZEEET, kernellaunch RRESF—E45, HIAITENRERR" ER &I, MEX

AN EH
"= S

XKREEMESE, FEREMEL, 558 THEMHFIE 0.95-1.29 ms Z[@lKE), &BRE batch &%+ launch &
¥RBE batch T, STHA—3. 18 “& eager MILLFIME batch R T ESDNAREHIM: WAAEEE 13-16%. FENE
T, ®iXiK H100 £ Qwen2.5-7B iIZIREY Linear (hidden 3584, inter 18944, 28 [2) 7 batch=1 NE&RZAEMI L/
kernel: eager M 7.0 ms RikZ| 8.3 ms, kernel BEERNBLEBK, launch FiE#EME, BHARERE 1.16-1.18X,
AREARERF. KEHWEE LEEHRLEE, BMPHLEIL “CUDA Graph £/ batch FIRERK", BT kernel EMIRIE
HNEHMEA BISER, BEREREREIELAESR, FWMBE=5/ZM A/B (2522 vs 1320 tok/s). Rig%ai:

projects/pr3/graph/capture_scan.txt o
=REE ERRHE, #BRE PyTorch B 7 CUDA 1B X 1417 CUDA Graphs —3:

o FHIMAIMIEMRLE, EATAIFEE s = torch.cuda.Stream(); s.wait_stream(torch.cuda.current_stream());
with torch.cuda.stream(s): ... XPHIR; EAEBERE “Capture must occur on a non-default stream”,
torch.cuda.graph X ETXEERAIBELBIRAIE T HIAM.

o HHREMEARESYITHE: TEERSL CPU ("Ops that synchronize the CPU with the GPU (e.g., .item() calls) are
prohibited") . EREIKIRER—HLEMMLE, ZIHKFEUBNNSITEIR. RIEShETR. B—#HERFEYREEE—R
HIRTE#H T --break-capture BUBIBFE—FEDNER—R, LAFRBIIRERT AT,

e torch.cuda.graph £ torch2.11 W& &2 torch.cuda.graph(cuda_graph, pool=None, stream=None,

capture_error_mode='global') , capture_error_mode AJEY global / thread_local / relaxed . BASB—1 &l
SheHIE, BATILABEBNERE E—FE/EM, WRAMBNSHAE 2.11 L RE7E,

€. EZI51%: A/B ENXHEHIR

f&11¢ Runtime 2248 launch AN LR, BELSIZEXFREE. FiE. KV EE, WE2HWER. B --enforce-eager
REM—*% A/Bo

AIER A/B BIMIMN—AEN, ARSHE_FE, WTFAORR. BEEEHIABE (BFE. FER CUDA Graph 18

*2%), BEEE| serve_graph.log ; LIWHR%— --enforce-eager o
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FERBRXPAXRIEXRT 4. --enforce-eager KRR % CUDA Graph, E[RBITE torch.compile thx#87, vLLM BI/3
MEERAHXHSE:

Enforce eager set, disabling torch.compile and CUDAGraphs.
This is equivalent to setting -cc.mode=none -cc.cudagraph_mode=none

JRESTE vilm/config/vlilm.py , enforce_eager FAEBE compilation_config.mode 5 cudagraph_mode —iCE X
NONE . FRIATFHE:X4E A/B EFHBXFEIMNERNUE, 72 CUDA Graph —IUgEE, E&£JHE CUDA Graph, SRIR4H
SRR XE. BERENGE:

--compilation-config '{"cudagraph_mode": "NONE"}'

FELEBRX—H, FMUSHENSFRRIGITR. XFBEEET R, METrmERRIFT.

source "$CH25_ROOT/.venv-vllm/bin/activate"

vllm serve "$CH25_ROOT/models/Qwen2.5-7B-Instruct" \
--served-model-name Qwen2.5-7B-Instruct \
--host 0.0.0.0 --port 8000 --max-model-len 4096 \
--gpu-memory-utilization 0.85 \
--enforce-eager \
2>&1 | tee "$CH25_ROOT/bench/serve_eager.log"

AFENTSHER, FE --result-filename (B4 cg_graph.json , 3EI84H cg_eager.json):

vllm bench serve --model Qwen2.5-7B-Instruct --base-url http://127.0.0.1:8000 \
--dataset-name random --random-input-len 64 --random-output-len 256 \
--num-prompts 64 --max-concurrency 16 --request-rate inf \

--seed 0 --ignore-eos --percentile-metrics ttft, tpot,itl,e2el \
--metric-percentiles 50,95,99 --save-result --result-filename cg_eager.json

HFHARSHE XA

WME= (GAES#HA/B) ZWE (torch.compile + CUDA Graph A/B)

B/ WEKE 1024 /128 64 /256

BRE HE 256 / 32 64 /16
--max-model-len 8192 4096
--gpu-memory-utilization 0.88 0.85

FIMERHE decode HET (HHKERMAR 4 &, H%&/)\), X2 CUDA Graph KRR IS, BEMRES launch
FHX— T TENGERE, MAIE MM 1024 MARRE, prefill EXBREBERSFNA, WmtbflsNFARBEREL
Fo MARFARIEMEELI

B MEH BEESM—RX!
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grep -E "Graph capturing finished" "$CH25_ROOT"/bench/serve_*.log

BEAHEENIZE Graph capturing finished in <#> secs, took <GiB> GiB
( gpu_model_runner.py: :capture_model 2HJ logger.info_once ), --enforce-eager PR ZE: ER
capture_model() FFkH cudagraph_mode == NONE B9 ZEIZIR[E] 0, HIT—% “Skipping CUDA graph capture”

B warninge.

B RN G

python capture_sizes.py --max-num-seqs <BHAEEHLRRE> \
--capture-gib <BEEM GiB> --capture-secs <HAEEMFE> \
--eager-us <eager E#H> --graph-us <graph E$>

bz (TEEMUETRRE, FR2EMTSEENKRNE, BERAMEEEEIRENE)

IREHF 1.83 GiB / 51 NMHERRT = FHEINRT 36.7 MiB

HFEFER 42 s = EHEMRT 824 ms (XZH T ANIRS S BEETaE])

SN decode: eager 12800.00 us -> graph 9600.00 us, 3% 3200.00 us, MEELL 1.33x
4R 512 4 token HYERIFREITE 1638.4 ms

W SEEMHER (5Zm)

BHFRE (B3A) cg_graph --enforce-eager cg_eager
HHEM tok/s 2522.4 1319.6
mean TPOT (ms) 6.06 11.55
ITL P99 (ms) 8.13 20.42
mean TTFT (ms) 73.8 152.9
ARS3 2 RThimIRFERT (s) 3 0 (FHHIR)
IR 277 (GiB) 0.01 0

3¥JR: reports/cudagraph.md ; ¥#IKFMITEBRBENHEE bench/serve_graph.log ( Graph capturing finished in 3
secs, took ©.01 GiB ; Z4xX 51 NM@IRRT, PIECEWISE 5 FULL #k—i, HEERZHERZHS51/51), &Y
1.91X, TPOT £90.52 X%,

X4 1.91X 2 torch.compile 5 CUDA Graph A& itHI¥zE, E --enforce-eager IBRE—EXET (WATH
K)o EIRBBRXMORN; A CUDA Graph BIHHR 1.91X, WABE—ARRAXTHARET

XIKREBRIMBE ML . CUDA Graph RE2EANBIKE, ©RBNERIEN—IRFE BFiR decode WEFIEIR, &
REEMEEMRD: 3§, 0.01 GiB, Ef vLLM BRIARY FULL_AND_PIECEWISE RIVIIRKIHEFNSBEHRZR—INTE
o
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took 0.01 6iB XMAMIENEBIRME, 3|ILERF profiling MEAMELEERENEFHM KV B ENET

( VLLM_MEMORY_PROFILER_ESTIMATE_CUDAGRAPHS BRIAJ True ), FRIUBEZNAEEREX 0.01 GiB 2HFAIGRTAERENE
B, LREMBEZII—RIEE, TRENSEFRA. BIESRE, EXNFESXERARHAEEN Available
KV cache memory , EEABEXRRSENESD. ABERETHER—HNBE, FUXMUSEES. BRNFEHIERT
HESHEENIEEK: BRRTYIREK, BREA. EBREHRRNLLHES, IR IMEEs LA, BAEMESHEE LM
BEIAER, TREREAR, TARMERZF, ERMEXKRE: EFELEK. KV HERMIBE, EXRMWERLHH
MRS, UK batch —BERANBLEHMBIE, =MIER TR EERTERIIE,

— M ITLEENRRE . WRANEEREEGM KV Cache 558,  VLLM_MEMORY_PROFILER_ESTIMATE CUDAGRAPHS ZRIA
A True , 5|ZERTRE profiling MMM EENERFFH ( gpu_model_runner.py::profile_cudagraph_memory ),
BELLE KV Cache ik FRAKIEEIZ /G KV IRTE K. AIAEFFL EF. A/BHIHEXENEHERNEERN, TR
FE22H3 launch Ak E. ZMRE, 8A --num-gpu-blocks-override IBFLHRY KV HI5&HIXITTo

IR A/B BN BENERATUEIEELFR, BohEELE KV ith 50.64 GiB (948,256 token) , EIE7%0.01 GiB, 1 KV it

190.02%; ML 16, SKIERFK 64 +256 =320 token, KV TIEEFBT 5,120 token, dHEERN 0.5%, AN
KV ;t#Bim;@ B R, P EMEXERMENETFL 0.01GiB 218%, EEHARUKESETE, XERFELAINER
FEFEBTHER. IMECKHNE" TEER MR E 0.5%"XPMERK, FEH0.01 GiB BBNIEKE, XIMZAER A/B
HEM, FERINEZTEARE, WRERINERTZEE,

I\, Biz0S8ET R

WML RS | SRIBHIARMANIE. BRAMESESHE (LHERZ SGLang A LENE/ flag), A

capture_sizes.py EHEHHRRTRESEEE, £ mini_graph_runtime.py EIEI batch BY eager/graph 3FEbHEE

—JR --break-capture BLIR, WG --enforce-eager 5I1ZM A/B HIBW @AM FIEH, L TRE—F, MIIEHA

7 CUDA Graph BEFEME launch 73, & BIEFHEEELARS BRIV R

BiET BERINARM, sidmaEFEng, EEEREmEi:

1. RTFHEE: 45 torch.cuda.graph fE[E—1 pool=torch.cuda.graph_pool_handle() ¥FKZ batch R<ITHIE,
EUHZENFHEE TZLOER. XIERE5 I EHR/LHKEANEZE/LHEEFAENERR,

2. SERE: 1Bk Runtime EMNE—1MEF (1l attention) FEHBTEEIS eager 11T, HRME, S PIECEWISE &
N, ENEESSBEENKRGEE. XMNEBERET—151ZF attention [FIR A ZFHFEE BRI AR %/ DI,

3. { torch.compile 5 CUDA Graph $FF: LI04HEXF - -compilation-config '{"cudagraph_mode": "NONE"}' , R
*xE. BERFE, BE—AEOREN. ©E5EKTHELE --enforce-eager HIEE, FiE torch.compile BIhTTIRAAIAR—
5. M5EX—4H, 1.91X A BEIRALF N
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he ZFiEERE (@idTSR)

|mUAA. BRHA. ALk, —, SNREXE P B EERIAPERIIEERE. #FRE
projects/pr3/reports/ . METZBELH Nsight Systems (nsys, Bt[E]4%) /Nsight Compute (ncu, £ kernel i+#%
) FARSEIREFERRTEFFER. AESHEET; AUEE CUDA Graph (#B—& kernel #2332 RE—HKE.
ZE—REM) B launch (CPU $23 kernel) Uizs MBTIBILLENSRSERK eager (eager mode, AEH CUDA Graph. &
™ kernel BIHIERX) <« graph iHElifER. AXGEXEEEMHIFE runtime BESHT—T, FE &/ runtime BV
B EATRE—/I\T,

BHARIE
AiE 2 aX
CUDA CUDA Graph B—ER kernel IRRXFA—KE, 25— cudaGraphLaunch EEIK[EHK, HHIZE CPU*
Graph iR, 2 GPUEHN
launch kernel launch CPU $8—1 kernel 2245 GPU BYEB—XIR3; decode B ERJLAR, BREBFEZS
R
eager eager mode B CUDA Graph, &4 kernel 8Jf launch; AIMEA --enforce-eager @HIEX
RER
TTFT Time To First Token ~ MAHIEREIWEIE—1 token BIBTE], BIEEIER
ITL Inter-Token FESBFE ML token ZEPR T ZA
Latency
E2EL End-to-End BEIERME H B2 S URSER 2B 8]
Latency
TPOT Time Per Output FE L token BEA
Token

Event B torch.cuda.Event 1£ GPU B8] LT N = BARE, tb time.time() T4, F5 runtime AE

SE1| #iEOE

X—FHEFA: CUDAGraph &892 CPU MIRY launch, &2 GEMM B/, FRLARUWABER B R kernel BIFERIZ (L, M
EEIHZIIHM tok/s. TPOT (Time Per Output Token). ITL (Inter-Token Latency), AEBEHELFAIA—4E: XBEZE,
S| EEFMBABRNIIREFSEE KV Cache i, EHEBARERANTENEE,

ohiE: SIZMIMA/B: cg_eager.json A --enforce-eager 2 CUDA Graph, cg_graph.json EENAE; RIEE. [F
bench @€, AT AREE nsys: TE ZEBLIEFENEHTSRIEERIANIFESIR, ATEZEMNRE launch §HERIREIIKEL
o

B EERH
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BBz 5 W5 SEIMA %R

projects/pr3/reports/cuda AGHEEEID project / B ch25_pr3_cudagraph ; MAXHR
graph.md (R JSON) rows[].file cg_eager.json / cg_graph.json
projects/pr3/bench/closed  HIFiIZAC S 5 t—1THERN status=gpu_run_complete
_loop_summary.json rows

_ — - ARRE nsys, IHEE_LEEAY JSON F/EEHY
bench x4

R F—ORRXEIH%R CUDA Graph 7k, ENABIAAERNN: RATT KV itht, BEEZMNEREFS KV TEEENHEE
ME; ARMEEARE 1%, F_T=0]UHER,

A AR T—5: WREETEHE, 5% ecager H, FHEAIEZ kernel I2XMFFHE Z Ko

S8 2 | BHi%: eager AHMBEE

X—FEFHA: eager @EN kernel #3ZH LIRMAS, REXMMIREM, [SME graph #Y 2522 tok/s RR—PMRIZAIEL
B, TERBIRT S0 REW.

ohfE: --enforce-eager i2ARSS, 5 graph AZXFAEREBIEN,

TEFEERXHS
&1 HER a5 S48
projects/pr3/bench  VLLM output_throughput / 1319.6 tok/s. mean TPOT 11.55 ms. P99
/cg_eager.json bench mean_tpot_ms / p99_it1l ms / ITL20.42 ms. mean TTFT 152.9 ms
mean_ttft_ms
projects/pr3/repor AGHIE rows 2 file=cg_eager.json #— 5 JSON XFFFHIE %K
ts/cudagraph.md WEIL 1T
projects/pr3/bench  HRSZEGH ¥ enforce-eager /Graph MIABL& IR, X—4HEMNE eager
/serve_eager . log A& capturing

- — — ARRE nsys, IEHEE cg_eager.json

3% 1319.6 tok/s. TPOT 11.55 ms., XFt2&E¥ decode #BH CPU ZEME3Z kernel BIimEIHA M-
R AREHT—F: WREEET, T—SRARINEEN, EET 8RR launch & FH-
$IE 3 | Ztr: graph 4, & launch 8H K4k

X—FETFHA: BRINRIERAREFFFE CUDA Graph (VLLM BRIA FULL_AND_PIECEWISE ), FRLASRIR4AARZERE A CUDA
Graph, MEFEFRIARXF. MNREENTEIZ launch 75, RRIZERERISEM EX. TPOT/ITL TR, BASF LT/
B/X CPU FiR,

oh{E: XiE --enforce-eager , RIAEIEM,

FHFEERIH
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BB ji: 2510 W7 SEIMRA 2

projects/pr3/ben vLLM output_throughput / 2522.4 tok/s (=1.91X). mean TPOT 6.06 ms

ch/cg_graph.json bench mean_tpot_ms / p99_itl ms / (=0.52%). P99ITL8.13 ms. mean TTFT 73.8
mean_ttft_ms ms

projects/pr3/rep  AGHE rows 2 file=cg_graph.json 5 JSON #7789 1M44

orts/cudagraph.m WEIR AB—1T

d

projects/pr3/ben  ARZZIEEN 8 Graph capturing finished FIRFERM G A GIB (XN, #8738 bench R&X

ch/serve_graph.lo B& PRIN)

g

- — — ARE nsys, IEHEFE cg_graph.json ; IE_ZH
ncu BERIERE kernel BEBZ R T EFH &

B 2522 vs 1320 tok/s, TPOT 6.06 vs 11.55 ms, ITL/TPOT —f2 FFE, FEZE kernel IR WS HIVMERE, MRS
kernel BB TR, FELIARBIXIET torch.compile, FIUX M EERMEHEFHFROA—9. XEMEZRFE: WE
it kernel IEBEAEZ R FihFH 5n, 2~ EUEEH kernel Z{al8y CPU 1233 FF AR L4 CUDA Graph &2, HEHR
A] AR 7 1.

AHAEHRT—%: WEHAXMT, BERE—UAX—FKTEEIIERD; T—FPEARE_TEHIZHENER,
F$E4 | A—, HEZF_T=

X—FHETFHA4: X4H A/B X% CUDA Graph 7%, 2 CUDA Graph £itTIEHEE/FEE KV 1, BERIBSTEERIEKER
L%, EHEEMENTE_HE, YIKRBER --num-gpu-blocks-override IBFRLE KV B RE—1E; 2R Fd4
W EEHERR: B21F 0.01 GiB 25 KV 1 50.64 GiB 19 0.02%, Az KV TIEER HHBEM 0.5%, LA KV tEkizk
o

al

ohiE. AIEMIRSHFRERNTT KV RA; mRASAEREE_LE, HAHERRRAEH TR BIEAERKIE,

TEFEERX S
Bz HER W5 FEIA~2
projects/pr3/bench/cg_eager.json / VLLM bench  BINMREIHFEH KEE=D KV A FEEN
cg_graph.json HE JSON
projects/pr3/bench/closed_loop_summary.jso  FIREIZSC rows FBEMIT AR M T eageregraph, BESH
n Ielg\ Eéﬂ

_ — — FRE nsys, IEHRIHEXFEGS
bench

T RBMTTKVE=A, EERZEHR KV T AITTER, 2522 vs 1320 RTLUERL launch &@HBIWE; EAREN
BH, GPUMIE kernel HIFERNEHETT,

At AT =2 ZERET, MAIMREAORAEZREANRERAH TEEMIL, H4EFE runtime BIRILIE
1o
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SRS | ENS5WEHE

X—FEFHA: graph BESFM. TPOT. ITL. TTFT L2@EME. KN (B3R, BER) ExEsEESIT, &M
B bench AE, REZHHERENE: EEAESHKY AR, TN B AR XEMREN (FR37#, #K
RT%. BBEARKNEZELHA), XEEILIRE] eager.

Eh1E: 1EFMANNEUHE closed_loop_summary.json , # cudagraph.md Xi#Ho

B =LA
Bz HER B3 S EIANE
projects/pr3/bench/closed_loop_summ  FHIREIAC S rows[0] VS eager 1319.6 /11.55 ms; graph 2522.4/
ary.json rows[1] 6.06 ms
projects/pr3/reports/cudagraph.md AGBIRHE [RL 5 summary EFE—
ic

ENIEIESS

3%%K: Graph 2522 vs eager 1320 tok/s, mean TPOT 6.06 vs 11.55 ms, WHBESHHISEX: sMBHREK. HX
I\, decode HEF; HRMWE A 1024 MANRIRE, prefill ENEREIEERSHEI A, WELLHIS/NTF 191X, gL
i€ DB I8 kernel IEZ R FiAFE T e AESKENIGE TN — SIMBFRIFRIAEE. A --enforce-eager REMA/B
— &l tok/s 5 TPOT #N7Z:K, U#IL torch.compile 5 CUDA Graph FI &R

N ABEHERIEL . IHIIHFEEE LB UHIELRAZ T/E A CUDA Graph BlRE; TRR—EEMNBRIESEMS, B
FE&/\ runtime 195,

$18 6 | FEHR/ runtime: Bt

X—ETFHA4: 51ZM A/B ReeEHiFIRBH CUDA Graph E1R, FEEILIRSEFRALA —RIIREIR,
mini_graph_runtime.py FB Qwen2.5-7B BIFZIX (28 & / hidden 3584 / inter 18944) #£—J& decode %8, %87 buffer +
MRFnFAR + #83K + [, F torch.cuda.Event itBY, AXMHEERMMFE runtime BEDT—T, RHEEXE,

ohE. XF batch € {1, 4, 16, 64} FEE 200 iter; BAI—/R --break-capture , FEHEFIKRXE .item() , BEELEK,

BRI
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BBz i 2] W3 1SEIR4 2R

projects/pr3/gra FEHIZA timed() EH IHEYO1R 2 Event tRIRERY us/&; AKX .item() 2k
ph/mini_graph_ru torch.cuda.Event ; -- e

ntime.py break-capture 933

projects/pr3/gra Rz eager #% /[ graph # batch 1: 7019.3 vs 6068.4 us (& 950.9, 1.16X); batch
ph/capture_scan. stdout® % /| S5 / mEk 16: 7993.0vs 6786.2us (& 1206.8, 1.18X); batch
— # 64: 8281.3vs6992.2us (1.18X)

projects/pr3/rep AGHIIE POtsR + --break- 5 txt 355, KMEES

orts/capture_sca #WEIL capture 1T cudaErrorStreamCaptureInvalidated

n.md

= = = ARE nsys, IEHETE Event iHBS7™=4) capture_scan.txt /

capture_scan.md

IEE ORSHNERELERTE 1.16-1.18 X, #a3tT54 0.95-1.29 ms, W& batch £k : XKF_EIZEEMTE batch=1 B85 FET
BLEEBK, launch SLEEEHI “RETFE”, --break-capture RFNEATEIHIAXEA .item() BFKM, max|graph -
eager| = 0 , WAARIKIVERS eager ZF 4B

NS TR —I AN B EN, BIZSE new_in 5 static_in.copy_(new_in) BMITAEEE. BRER static_out
TR —ZIMELA LN static_in BI—BHEE T NRKRIEFHIBN, BBATLIL g.replay() BEEENR
17, static_out BEEIRER, diff BFTF 0, —NMEFTF 0 IRIVAHEATRA, HIMESEHIRVRESER, BT
BERE: 8 g.replay() B—ITEFEEE—X, diff @ATK; MREZ 0, HAXMRIEEZH.

Nt AREHEIZIL: FF runtime 48 launch FSEN TN ERESHRXNE S HOREAAIEMAMIAFMIUER; 51ZEM 2522
vs 1320 RE—HEEE LIRS ERIR AR,

—aNERLE . BIAERIR vs --enforce-eager ([ERYX$R torch.compile 5 CUDA Graph) : 2522 vs 1320 tok/s. TPOT 6.06
vs 11.55 ms; kernel REBZ R FiHFEFH 2, A5FF CUDA Graph #—% 1K launch . FEIHEER

projects/pr3/graph/mini_graph_runtime.py 5 projects/pr3/reports/capture_scan.md o
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+. HIEER

ms [FEH i
--disable-cuda- |H flag 7EMMEEEF, BohMEdEl - A --disable-decode-cuda-graph , 3 --cuda-graph-
graph Bht] -cuda-graph-backend- backend-decode disabled
Deprecated & {decode, prefill}=disabled
(0.5.16)
--cuda-graph-max- |H flag EMEEER, & --cuda- A --cuda-graph-max-bs-decode
bs BoIAFT graph-max-bs-decode F¥%I&; 0.5.16
Deprecated 45 BEIFMT -decode / -prefill &
(0.5.16)
HAEIZH CUDA vl FEUARLZE A/B &M, A --enforce-eager I --compilation-
Graph B9FF% FULL_AND_PIECEWISE , ANRRiFAE config '{"cudagraph_mode":"NONE"}'
EIREIIR .item() M  FHIRXAMT CPU-GPU BF ERFZZEFERX; BARHIIAZEIRE

KEHIR

WIRRINBREIMERT HWNEGHEDS buffer, IR T HKE &/REME] static_in.copy_(new_data) , HIIEREBED
pu)

H— batch size iR ZRITARERRTIRE & capture_sizes.py BHHAIMEE; A

B CUDA Graph & cudagraph_capture_sizes EXIEE

=

IREBHTE EERER M 5e & Graph capturing finished in ... secs AR{THAIA

FERY (REESLM 3 #, 51 DRI FHRIEIR) ; FEEESH
f# --max-num-seqs ZEFEIIRR~TFIR, THEA CUDA
Graph

XEEZEAR KT BEFEERNRE profiling MERFWIE T EE. ZEREZTESHE --num-gpu-blocks-override 3
K. Bt R K FEFLE KV it

nsys AYal4k EEIEH ZRIN --cuda-graph-trace=graph # node
kernel RN

ncu BEKE H L —1 ZRIA --graph-profiling graph # node
workload

+—. midRER

TENSEEEZREHFERENLNE, XLEHZEE HI00 LEHKR, it RAHMLRE; BKREH, WA -EBRAHOR
MER LR, WPLERER. MEERCHER, IeEXRT “EX=1HETHEHZH -

Q1 | CUDA Graph BIR&E T H4? AHARMATE decode L£?
ZE2 MAREENZ CPU MIFFHE, EEUNEREINRITE.,

SZEE BT CPU MIER kernel BYFFiH. IEEHRITHIE A kernel 32 CPU E—ESHITRMIKENEA, —1 28 FHY
RE—% decode BEXJLE; CUDA Graph 8 X—HRIERM—IKE, ZE—RIERXMB. GPUMINHE—RKE, FIURTE
CPU 23R R RN A Bllam: decode IGFFRXFMIAR, prefill REBEHHR, REEH:
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1. B/ kernel Z5 S, launch FFEE LIS

2. EMNRAKETERL, MEERTEREE, AEMKER—KRIE,
PRSI ZMHOE R decode HEEL. prefill SIREMEDEE, RIBEREENE FERIHE,
Q2 | HFE—KE B LEEELYR?
50 BRAEAENEIERAE, JAT5IENAREEH.
SZEFE RORERSHRNRIT L TX ST E—N. EAFTINAKELAR:

1. #IRXATRER CPU-GPUEF, .item() . .cpu() . print(tensor) #E=IFREK;
2. FREMRE E—HEDHIE, BNBTSE copy_ #ES buffer, TREMLHKE;

3. TREBKREEURIESITHIR;

4, FEERTHETR;

5. E—#HZRE REEE — BRI #H T

BEMEZFIRELN: HRAMMEIEIARL; IRCEEMNR, SNFTAPSENEFRAERRERANME, [CIREHIEXT
ALk, torch.cuda.graph SERAGEHFR, BFAIBR—EKREEEE,

Q3 | SIZEWHKN+KE, AtAaBREFEEEEHEE?

ZE D WERRTMENRNFEREZIEE,

BEEE (EHXFHAETF):

1. BN EE LR, A28 batchsize —iK, 5IZZE—IMERE/L+ MRS, BEMREZEM batch [ LEEE,

2. XEEHZFE—PAEM (graph_pool_handle ), FEIFEENEFRERN, I +HKEHAFFT/L+HHEE

B BB T ERE . VLLM IR~TRE [1,2,4] + range(8,256,8) + range(256, max+1l, 16) , EAEZAIAEY
min(max_num_seqs*2, 512) , max_num_seqs=128 BIE T3 35 MR~F; FULL_AND_PIECEWISE EI TE& MR T,
m_EBYER LI ETE batch 39597 H T AL 5%, FAABELFFHIZ/ T KEGR L RKEE, AELNMRE 0.01GiB ( 6raph
capturing finished in 3 secs, took 0.01 GiB , 51 PM#EIXRF. FULL_AND_PIECEWISE IEINFHIEIR) ; BAEEER

HRRTHE, BEMESHRIERXTL, EEECHNBENEERE. 518EARE profiling MEMINEMEHEET, &
2EEH 4 KV Cache,

Q4 | fREAMILSHERFEZSBA CUDA Graph X1MRE?
ZHE ETSRIEIREMIEREN—MERMGHNE, MARENERMER,

SEZEE RR—E, FREANIIRE. EERZ decode BFRFERTIE, (JHAVZREEIIAVEBIRFEN . —IRFIE
E1F. UK batch @ EREHRNDVELHITE. AELNE 375 0.01GiB, MEHEHARTHENMRENE LFH, B
HEMRE LRBRtIHE. TARMRE: LU batch AEMELRS. 3 ITLERAARMNE= @, KEBEERRVESHAR
Fo HFARMERE: BERE. KV MR, BRESFRM KV BJREENE; BERVEFIEHIEN, HRENEREIE
FRREL; batch —HRAWBAHILIE, launch FHSLEARE. FIUEEZRL—KBRmANRN—EOESIRAER
BTNEEE, MAR—TRHE.

Q5 | (PEBHER) i1k CUDA Graph ZIEEMRMHKT 8%, FFEWLEA CUDA Graph 7 LEAMKK?
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ZER. ZARFEA/B ERIMERNEUHNE -1 TE, BERT “ZA CUDAGraph Ret 7T —HFE", MX RN

o

hva

BEECL, EMERZY, BTEit. EREIHEERE took X 6iB 5 Available KV cache memory BN, BABEHEHM
KV TEE: BEEFES KV AR 1%, TESEUNFIRER, FZTE0IHRR, TNXDA/B AR SITETE, 2H
CUDA Graph 2GRN A% THRHE:

1. &% decode b TEEIK. % T7ZE kernel launch;

2. FAFELENIBREFEIZIT KV Cache itt: 51ZERE profiling MEMSEEENEFHELE KV itx/)h, ZRZ
[ KVHBEZZER, BERTEERIERE LA, FHBEAREENK,

X 8% BELIRBE_MHE, AEELHITHER, BEYKRS, FIBHAR KV HEHIXFF (A --num-gpu-blocks-
override GFER¥) Ht—X, HgBMX—FEN, BRMHEELREYN . BmAETEEEF 0.01GiB. KV ith 50.64 GiB,
BREFRZERT,; AFHHE 16, BIFEKREK 320 token, KV TIEELMBEL 0.5%, FHAR KV MERT&HE R, FrlL
XEBRZREARNVERSTEAT LR, FRNIZENERTERAELMESEHALTH TPOT M ITL, A E launch AHE
ARG, WRITT KV 2 /52 H CUDA Graph IAEIR, A RIMRERE, BNEEMNE batch EEKEETH
KRR 2iESH padding [RET K, HEREIRIEGHEEE decode BEBPFKEZ,

X =1 R E#ERZ A

EX—TARHEAR, XD XAEEEIZEIT R,

—. REBCNR LT, FEEXENHF
AERF—MEHE H100 ER—REN, FEHFEECHAROR: TIEZ2HA 1024, it 128, #%32, IIE=Z
BN 64, Hith 256, H% 16, M—iKF. MR—1ThaH, XEHLPRE,

EIXERINE— N EAREREE RN REAARS, fREERSD", IBARER 1.91X 5 85.8% HIFRHZE, ETRHE =15
BIFMSEIRTR: fREY KV HBZ R, (REREEOMR T JLFIER. RAB kernel B Achieved Occupancy #1 Theoretical
Occupancy %L, XEHRBFEIHIFTE,

—. BREZE, FESSHXLERRA
XERNHELE., REECHERYN, tREIREEEREERIENESD:
1. FEEEEFR: A trace_top.py --annotation PJHEY prefill 5 decode EZBMFI=R 5 Stbe AERREBTE
B&Ro
2. fRECHK GPU &=LL5S launch BE, LN E(RE batch BEAL,
3. 58EMY ncu_baseline.csv , RRRE ncu_top.py HHRBIAR/LIT. EmEEHE Grid Size 5 SM IR FR. BLEFF
2. warp FURANSH, X/VAAEHLESIH, EEXERE,
4, FEI5XEMEM Available KV cache memory , XEEWEIEREZERAME—AIENE,
5. {RECHBI? capture_scan.txt , LAKPA#Y batch _EANERELAISERRAE M.
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=. EBRZEALE

AIUEHRAESEICHEM, Fi0: £ H100 E3t vLLM 5 SGLang f#imZlis profiling, F nsys E{I#ER &M kernel.
B ncu HIEMFARU N EETRZR, BELAEES token MBEHMRAOREN, BMLEICHFIES AT XRKE.

—MESRIOMEHERENTR, MALL"RATISHRTENZ/V ELTIEER, ANEFEMABHIERTA.
LBHEER. AFARHRE,

FENENERBORZMELL, MREBEHF, BAHOR—EE5 L, FERRFRIRZIME S LK.

M. FERRHREESE
XN AEE SR EM, MBWET, B

o ME—REHERKBENNER, AELIEEMIAEKERER, HEERERSIIKXIE,

e E_HIAESHERRIET 2%, VLLM M -0.7% ZERATCERN, ReeitgB MU,
e B =;%BMA X CUDA Graph. 1R torch.compile 955 =40, FrLL 1.91X BFWIM&it,
e ME_—K ncu HIERERERBELAEN, TEERHRSS, RENEFREHFTLMEE.

KX RIRE LIS TE B G, X2 EIRNEIER B TEFRRIMERNESET, FYXHR 0.2 THERTEFR.
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